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Background

1. Generative adversarial networks (GANs) have 
achieved great success at image generation, but text 
generation still remains a challenging task for GANs.

2. A key issue of GANs on discrete data: As the 
sampling of discrete data is non-differentiable, the 
gradients of discriminator cannot pass on to generator

RelGAN

• The proposed RelGAN outperforms most 
SOTA models in terms of sample quality 
and diversity

• This is the first work that makes GANs 
with Gumbel-Softmax relaxation succeed 
in generating realistic text.

● Advantages of relational memory over LSTMs:
○ Multiple memories have more expressive 

power
○ Memory interactions allow for longer-distance 

dependency modelling

Conclusions

● Defines a continuous distribution over the simplex 
to approximate samples from a categorical 
distribution

● It includes two parts:
○ The Gumbel trick: 

○ Relaxing the discreteness: 

● Temperature control for the diversity-quality 
tradeoff -- Increase inverse temperature via an 
exponential policy:

Experiments

1. Synthetic Dataset
● Use an oracle-LSTM with the fixed parameters to 

generate 10,000 sequences of length 20 and 40

● Evaluation metric: NLL-oracle  to measure quality 
and NLL-gen to measure diversity

(a) NLL-gen (b) NLL-oracle

Fig. 4. Training curves of RelGAN on synthetic dataset

Table 1. NLL-oracle for different models on synthetic dataset

3. Three possible solutions:
1) Policy gradient reinforcement learning
2) Gumbel-softmax relaxation
3) Embedding discrete data into continuous space

Fig. 1. GANs for text generation

1. Relational Memory based Generator

Fig. 2. The self-attention mechanism in relational memory [1]

● The output (logits) of generator are given as

2. Gumbel-Softmax Relaxation

inverse temperature

Gumbel dist.

maximum inverse 
temperature

3. Multiple Representations in Discriminator

Fig. 3. The discriminator framework with multiple embedded 
representations

● The discriminator loss is given as

real sequence generated sequence

decided by specific GAN loss

● Advantages of Multiple Representations:
○ Provides more diverse and informative 

guidance for the generator updates

2. Real-World Dataset
● COCO Image Captions: 4,682 unique words with 

the maximum sentence length 37
● EMNLP2017 WMT News: 5,255 unique words with 

the maximum sentence length 51

● Evaluation metric: BLEU scores for sample quality 
and NLL-gen for sample diversity

● RelGAN outperforms previous  state-of-the-art 
models in terms of both quality and diversity:

Table 2. BLEU scores and NLL-gen for different models on 
real datasets

(a) COCO Image Captions

(b) EMNLP2017 WMT News

Ablation Study

1. Impact of Relational Memory

2. Impact of Gumbel-Softmax Relaxation

3. Impact of Multiple Embedded Representations

Fig.5. BLEU-4 of relational 
memory, LSTM-32 and LSTM-512

BLEU scores of 
relational memory are 

consistently better than 
those of LSTM-32 and 

LSTM-512

Fig.6.  BLEU-2 of Gumbel-Softmax 
relaxation and REINFORCE

Gumbel-Softmax 
relaxation performs 

much better than the 
vanilla REINFORCE

Fig.7.  NLL-oracle on synthetic 
data vs. number of different 

representations S

Fig.8.  BLEU-3 on COCO Image 
Captions with different 

representations

Using multiple embedded representations for 
discriminator greatly improves the performance

Trade-off between sample quality and diversity 
controlled by the inverse temperature

● Human evaluation by using Amazon Mechanical 
Turk also favors RelGAN generated samples

Table 3. Human scores for RelGAN and other models on 
EMNLP2017 WMT News

● The best NLL-oracle score outperforms other 
previous models (lower is better):
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