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Background and Motivation
Existing fairness definitions can be divided into two main categories: 

Model

Learning Subject to AIF

Statistical Notions:
Ask for equalizing a statistic 

(error rate, …) of the 
learned classifier across the 
protected groups. Here rate
corresponds to an average 

over individuals.
Pros: 

Easy to implement/verify. 
Doesn’t require modeling 

assumptions.
Cons:  

Weak promise to individuals.

Individual Notions:
Similar individuals must be 

treated similarly. Less qualified 
candidates should not be 

preferred over more qualified 
ones.
Pros: 

Strong individual level 
semantics.

Cons: 
requires modeling 

assumptions like realizability.

Q: Can we come up with a fairness definition that enjoys the 
pros of both individual and statistical notions?

A:  Yes, when individuals are subject to many classification tasks, e.g.: 
1. Students apply to multiple schools, 

2. Internet users are shown multiple adds.

Key Idea: Redefine rate to be an average over learning tasks.

Space of Individuals 𝑋
(unknown distribution 𝑷)

𝑥

Space of Tasks 𝐹
(unknown distribution 𝑸)

𝑓: 𝑋 → {0,1}

Sample i.i.d. Sample i.i.d.

𝒏 individuals 𝑥/ /01
2 𝒎 learning tasks 𝑓4 401

5

Training data = 𝑥/, 𝑓4 𝑥/ 4 /

Space of Tasks 𝐹
𝑓: 𝑋 → {0,1}

Hypothesis Class Δ𝐻
(randomized classifiers)

Mapping 𝜓

• Individual error rate: 𝑒𝑟𝑟 𝑥, 𝜓; 𝑄 = 𝑬𝒇∼𝑸[𝑃H∼I(K) ℎ 𝑥 ≠ 𝑓 𝑥 ]
• Overall error rate: 𝑒𝑟𝑟 𝜓; 𝑃, 𝑄 = 𝐸Q∼R[𝑒𝑟𝑟 𝑥, 𝜓; 𝑄 ]

𝜶, 𝜷 -Average Individual Fairness (AIF):
a mapping 𝜓 satisfies (𝛼, 𝛽)-AIF with respect to distributions 

𝑃, 𝑄, if there exists 𝛾 > 0 such that:
𝑃Q∼R 𝑒𝑟𝑟 𝑥, 𝜓; 𝑄 − 𝛾 > 𝛼 < 𝛽

Task: learn a mapping 𝝍:𝑭 → 𝚫𝑯. Need to define error of a mapping:

Want to solve:

min
I∈abc,d

𝑒𝑟𝑟(𝜓; 𝑃, 𝑄)

s.t. for 
all 𝑥 ∈ 𝑋 𝑒𝑟𝑟 𝑥, 𝜓; 𝑄 − 𝛾 ≤ 𝛼

𝑂𝑃𝑇 𝛼, 𝑃, 𝑄 ≔

First, solve the ERM problem, given the training data 𝑥/ /01
2 , 𝑓4 401

5
.

min
i∈abj,d

𝑒𝑟𝑟(𝑝; l𝑃, l𝑄)

s.t. for 
all 𝑥/

𝑒𝑟𝑟 𝑥/, 𝑝; l𝑄 − 𝛾 ≤ 𝛼

𝑂𝑃𝑇 𝛼, l𝑃, l𝑄 ≔

Cast the ERM as a 2-player 0-sum game through the Lagrangian and 
use no-regret dynamics: in an iterative framework,
• Learner (primal) uses best response to update 𝑝 ∈ Δ𝐻5, 𝛾. 

One can show 𝑝4 is the solution to a weighted classification 
problem for 𝑓4 where weights are specified by the dual variables 𝜆.

• Auditor (dual) uses a no-regret algorithm to update the dual 
variables 𝜆 ∈ 𝑅2.

( l𝑃, l𝑄: the empirical distributions of individuals and problems)

AIF-Learn Algorithm (Informal)

• Input: fairness param 𝛼, approximation param 𝜈.
• Initialize a no-regret algorithm over 𝑛 experts and weights 𝜆/1 / . 
• For 𝑡 = 1,… , 𝑇 = 𝑂 stu 2

vwxw
:

• Learner best responds (using a learning oracle for 𝐻):
• ∀𝑗: ℎ{|= learned hypothesis for 𝑓4 under weights 1

2
+ 𝜆/~ /

.

• 𝛾~ = 1[ ∑/ 𝜆/~ > 0].
• Auditor updates weights (using a no-regret algorithm):
• Let ℎ~ = (ℎ1~ , … , ℎ5~ ).
• ∀𝑖: Use reward 𝑟/~ = 𝑒𝑟𝑟 𝑥/, ℎ~; l𝑄 − 𝛾~ to get 𝜆/~�1.

• Output:
• In-sample mapping: 𝑝 ∈ Δ𝐻5 where 𝑝4 is uniform over ℎ4~ ~01

�
.

• Mapping 𝜓 ∈ Δ𝐻� parametrized by Auditor’s plays: see below.

Learned Mapping 𝝍:𝑭 → 𝚫𝐇
Input: 𝑓 ∈ 𝐹 (represented as 𝑓 𝑥/ /)
For 𝑡 = 1,… , 𝑇:
• ℎ~ = solution to a weighted classification problem for 

data set 𝑥/, 𝑓 𝑥/ / and weights 1
2
+ 𝜆/~ /

.

Output: 𝑝 ∈ Δ𝐻 where 𝑝 is uniform over ℎ~ ~.

Theoretical Guarantees
Theorem 1 (in-sample, informal)

We have that, with high probability, the output 𝑝 of AIF-learn 
satisfies

𝑒𝑟𝑟 𝑝; l𝑃, l𝑄 ≤ 𝑂𝑃𝑇 𝛼, l𝑃, l𝑄 + 𝑂(𝜈)
and (𝑂 𝛼 , 0)-AIF with respect to empirical distributions l𝑃, l𝑄. In 
other words, there exists 𝛾 such that for all 𝑥/ :

𝑒𝑟𝑟 𝑥/, 𝑝; l𝑄 − 𝛾 ≤ 𝑂(𝛼)

Theorem 2 (generalization over both 𝑃, 𝑄, informal)

Assume 
𝑛 ≥ �𝑂 𝑚 ⋅ 𝑉𝐶𝐷𝑖𝑚(𝐻)/𝛼�𝛽� and  𝑚 ≥ �𝑂(log 𝑛 /𝜈�𝛼�)

We have that, with high probability, the output mapping 𝜓 of AIF-
learn satisfies

𝑒𝑟𝑟 𝜓; 𝑃, 𝑄 ≤ 𝑂𝑃𝑇 𝛼, 𝑃, 𝑄 + 𝑂 𝜈 + 𝑂(𝛼𝛽)
and (𝑂 𝛼 , 𝑂 𝛽 )-AIF with respect to 𝑃, 𝑄. 

Experimental Evaluation
Convergence Plot: trajectory 
plots of the learned model’s error (x 
axis) versus its fairness violation 
(variation in cross-problem 
individual error rates, y axis) over 
1000 iterations of the algorithm. The 
plots suggest quick convergence of 
the algorithm even though a linear 
regression heuristic is used instead 
of a perfect learning oracle.

Error Spread Plot: for each 
value of α, there is a horizontal row 
of 𝑛 = 200 blue dots showing the 
error rates for each individual, and a 
single red dot representing the 
overall average of those individual 
error rates. AIF-learn beats the 
baseline model: mixtures of the 
error-optimal model and random 
classification (gray and black dots).

Generalization Plot: Pareto 
frontier of error and fairness 
violation for different values of 𝛼. As 
predicted by our theory, test curves 
track the training curves, but with 
higher error and unfairness. In 
particular, the ordering of the 
models is the same in testing as in 
training, meaning training curve can 
indeed be used to manage trade-off 
out-of-sample as well.

(𝑝4 ∈ Δ𝐻 corresponds to 𝑓4)


