
Imitation Learning from Observations by Minimizing Inverse Dynamics Disagreement
Chao Yang*1, Xiaojian Ma*1, Wenbing Huang*1, Fuchun Sun†1, Huaping Liu1, Junzhou Huang2, Chuang Gan3

*Denotes equal contributions 1Tsinghua University 2Tencent AI Lab  3MIT-IBM Watson AI Lab

➢ Markov Decision Process (MDP): state 𝑠 ∈ 𝑆; action 𝑎 ∈ 𝐴; 

environment dynamics 𝑇(𝑠′|𝑠, 𝑎); reward function 𝑟(𝑠, 𝑎); initial state 

distribution 𝜇(𝑠) and discount factor 𝛾 ∈ (0,1]; agent policy: 𝜋(𝑎|𝑠)
➢ Inverse Dynamics Model: 𝜌 𝑎 𝑠, 𝑠′ ∝ 𝑇 𝑠′ 𝑠, 𝑎 ⋅ 𝜋 𝑎 𝑠
➢ State Occupancy Measure: 𝜌𝜋 𝑠 = σ𝑡=0∞ 𝛾𝑡𝑃(𝑠𝑡 = 𝑠|𝜋)

From the occupancy measurement perspective, the optimization objective 

of imitation learning can be written as minimizing the distribution 

divergence between agent and expert [Seyed & Zemel et al.,CoRL’19]
➢ GAIL [Ho & Ermon, NIPS’16]: expert demonstrations: 𝑠0, 𝑎0, 𝑠1, 𝑎1, …argmin𝜋 𝐷𝑓(𝜌𝜋(𝑠, 𝑎)||𝜌𝐸(𝑠, 𝑎))
➢ GAIfO [Torabi et al., IJCAI’19]: expert observations: 𝑠0, 𝑠1, …argmin𝜋 𝐷𝑓(𝜌𝜋(𝑠, 𝑠′)||𝜌𝐸(𝑠, 𝑠′))
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Learning from Demonstrations vs. Learning from 

Observations

➢ We contend the novel role of inverse dynamic disagreement (IDD) 

in the field of imitation learning.

➢ We prove that the IDD actually accounts for the optimization gap 

between GAIL and GAIfO.

➢ We propose a model-free solution for mitigating the issue of IDD.

➢ We verify the effectiveness of our approach compared to other 

Learning-from-Observations methods on various tasks.
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Methodology

Theorem 1. When agent and the expert share the same dynamics system:𝑫𝒇(𝝆𝝅(𝒂|𝒔, 𝒔′)||𝝆𝑬 𝒂 𝒔, 𝒔′ ) = 𝑫𝒇(𝝆𝝅(𝒔, 𝒂)||𝝆𝑬 𝒔, 𝒂 ) − 𝑫𝒇(𝝆𝝅(𝒔, 𝒔′)||𝝆𝑬 𝒔, 𝒔′ .
➢ The inverse dynamic disagreement (IDD) is the f-divergence (KL and JS) between 

inverse dynamic model of agent 𝜌𝜋(𝑎|𝑠, 𝑠′) and expert 𝜌𝐸 𝑎 𝑠, 𝑠′ . 

➢ The inverse dynamics disagreement essentially captures the optimization gap between 

GAIL and GAIfO.

➢ GAIL is an upper-bound of GAIfO and optimizing the GAIL can optimize GAIfO, but not 

vice versa.

Corollary 1. If the dynamics model 𝑇(𝑠′|𝑠, 𝑎) is an injective mapping w.s.t. a:𝐷𝑓(𝜌𝜋(𝑠, 𝑎)||𝜌𝐸 𝑠, 𝑎 ) = 𝐷𝑓(𝜌𝜋(𝑠, 𝑠′)||𝜌𝐸 𝑠, 𝑠′ .

GAIfOGAILIDD

Inverse Dynamics Disagreement Minimization

Theorem 2. When discrepancy of the state-transition distribution 𝐷𝑓(𝜌𝜋(𝑠, 𝑠′)||𝜌𝐸 𝑠, 𝑠′ is 

minimized: 𝑫𝒇(𝝆𝝅(𝒂|𝒔, 𝒔′)||𝝆𝑬 𝒂 𝒔, 𝒔′ ) ≤ −𝓗𝝅 𝒔, 𝒂 + 𝒄𝒐𝒏𝒔𝒕.
In other words, if state-transition divergence approaches to zero, the upper bound of IDD is 

revealed by a negative entropy of state-action.

➢ If we further assume 𝑠, 𝑎 → 𝑠′ is a deterministic function, then ℋ𝜋 𝑠|𝑠′, 𝑎 = 0, andℋ𝜋 𝑠, 𝑎 = ℋ𝜋 𝑎|𝑠 +ℋ𝜋 𝑠 = ℋ𝜋 𝑎|𝑠 + 𝐼 𝑠; 𝑠′, 𝑎 +ℋ𝜋 𝑠|𝑠′, 𝑎= ℋ𝜋 𝑎|𝑠 + 𝐼 𝑠; 𝑠′, 𝑎
Overall objective. ℒ𝜋 = 𝐷𝑓(𝜌𝜋(𝑠, 𝑠′)||𝜌𝐸 𝑠, 𝑠′ − 𝜆𝑝ℋ𝜋 𝑎|𝑠 − 𝜆𝑠𝐼 𝑠; 𝑠′, 𝑎
❑ Understanding the effect of Inverse Dynamics Disagreement Minimizing

Toy Navigation Experiment 

Gym-Experiment

❑ Summary of mean returns comparing with other Learning-from-Observations methods.

❑ GAIL, GAIfO and our method with different numbers of demonstrations/observations.

❑ Ablation study on policy entropy 𝜆𝑝 and mutual information 𝜆𝑠.
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