
1 Introduction

Many attribution methods have
been proposed to explain the DNN
predictions. These methods assign a
scalar value (positive or negative) to
each input feature to indicate their
influence on a specific output unit.

2 Shapley Values: Definition and Properties

Explaining Deep Neural Networks with a Polynomial Time Algorithm for Shapley 
Values Approximation

3 Deep Approximate Shapley Propagation

5 Conclusions

Our analysis and empirical evaluation suggest the following conclusions:

ü SV are the only way to guarantee some arguably important
theoretical properties for attribution methods.

ü Compared to gradient-based methods: DASP better approximates
SV but it is slower (requiring 2n-10n network evaluations per feature).

ü Compared to sampling methods: DASP does not converge to
exact SV but it is faster (sampling methods require at least 10x more
network evaluations to achieve the same approximation quality).

ü New probabilistic frameworks for DNNs could allow better
approximations, faster evaluation and/or the extension to RNNs.
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4 Empirical evaluation

We tested DASP on 3 datasets using different architectures (fully-
connected DNN, 1D conv + mean pooling, 2D conv + max pooling). We
compared with SV computed exactly (Parkinson dataset: 262K network
evaluations) or estimated using MC sampling, run until convergence
(DNA dataset: 800K evaluations, MINIST: 8M evaluations).

Tensorflow/Keras framework: 
github.com/marcoancona/DASP

Usually, “removing a feature” is simulated by setting it to 0 (or another baseline value).
Shapley value is the only attribution method that satisfies the following properties:

✓ Completeness: the sum of the attributions should equal the target output (minus
the output when the input is the baseline)

✓ Null player: if the function implemented by a DNN does not depend on some
variable, then the attribution to that variable should always be zero

✓ Symmetry: if two variables play the exact same role in the DNN, they should
receive the same attribution

✓ Linearity: if the function can be seen as a linear combination of the functions of
two sub-networks, then any attribution should also be a linear combination, with the
same weights, of the attributions computed on the sub-networks

✓ Continuity: assuming a continuous model function, attributions generated for two
nearly identical inputs should be nearly identical

✓ Implementation Invariance: attributions generated for the same input on two
functionally equivalent DNNs should be identical, despite the model implementation
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However, many methods lack theoretical guarantees or fail to satisfy
arguably desirable properties. The literature on cooperative game theory
suggests Shapley values (SV) as a unique way of assigning
attributions such that certain desirable properties are satisfied.
Unfortunately, computing SV exactly is often computationally infeasible.

model/network 
function

attribution 
for unit i

P is the set of all input feature. 
The sum is over all subsets not including i

Can we approximate the result of SV sampling without sampling? The
intuition is that the sum of k out n random variables converges to a
Normal distribution as n becomes large, under mild assumptions.

0.50.5

3.6

-0.9

2.1

0.50.5

0

-0.9

2.1

0.50.5

0

-0.9

0

0.50.5

3.6

0

0

feature i
Shapley values can be
estimated with Monte Carlo
sampling, unbiased but
often slow approximation:
for each feature i, we
sample several random
subsets of other features,
run the model and record its
outputs.
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In other words, sampling of random coalitions of input features
induces a distribution on the output of the first hidden layer. Then,
given a probabilistic framework (such as Lightweight Probabilistic Deep
Networks), we can propagate such distributions through all the DNN
operations to obtain the distribution at the target output.
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This allows to approximate the SV for feature i with 2 (probabilistic)
network evaluations, as
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Number of network evaluations per input feature
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Above: empirical comparison of DASP
and other attribution methods,
according to RMSE and rank correlation
and as a function of the number of
network evaluations necessary to
produce the attribution value for each
input feature.
Side: examples of attribution maps
generated by DASP and other methods
on the MNIST dataset.


