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Motivation
Deep reinforcement learning (DRL) has shown impressive 
results in learning complex motor skills in simulation. 
However, the resulting policy usually performs poorly on 
real robot due to the discrepancy between real robot 
dynamics and simulated dynamics, or the ‘Reality Gap’. 

Method

Evaluations

However, when real-world 
is far away from simulation 
(due to unmodeled effects), 
even the optimal simulation 
model from system ID 
usually has poor transfer 
performance.

When real-world dynamics is 
close to the ones simulation 
can achieve, careful system 
identification with robust 
policy training can lead to 
successful transfer. 

We use the most direct metric of transferability: 
performance of the trained policy in the target 
environment. To make this feasible, we design a two-stage 
algorithm:

1. Train a Universal Policy (UP)                that is conditioned 
on the dynamics parameters     . Each UP is trained to be 
optimal about the corresponding    , and is named a 
Strategy.

2. Search for a Strategy (i.e.    ) that achieves the best 
transfer performance in the target environment using a 
sampling-based method (e.g. CMA-ES).

A key observation we made was that for some 
simulation model that seems to be different from 
real-world (i.e. has high system ID error), the policy 
trained for it actually achieved better performance. This 
indicates that we need a better metric of transferability 
when the real-world is different.

We evaluate our method by designing transfer tasks with different 
types of model discrepancies. Three of the tasks are shown below 
and more can be found in the paper.

1. Dart -> MuJoCo

2. idealized -> accurate 
    motor dynamics.

Next Step
We have applied our approach to a real robot, Darwin OP2, 
where we train locomotion controllers in the simulation and 
transfer to the real hardware. (work in submission)

3. rigid -> soft end effector


