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𝜃"#$ ← 𝜃" − 𝛼 ⋅ ∇*𝐿"(𝜃")
Plain SGD 

Quasi-hyperbolic momentum (QHM)

From SGD to QHM Experimental Results
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QHM = general two-state optimization

EMNIST + Multilayer perceptron

Under weak conditions, QHM recovers algorithms of the form:

𝑎"#$ ← ℎ ⋅ 𝑎" + 𝑘 ⋅ 𝜃" + 𝑙 ⋅ ∇*𝐿"(𝜃")
𝜃"#$ ← 𝑚 ⋅ 𝑎" + 𝑞 ⋅ 𝜃" + 𝑧 ⋅ ∇*𝐿"(𝜃")

QHM recovers:

𝑔"#$ ← 𝛽 ⋅ 𝑔" + 1 − 𝛽 ⋅ ∇*𝐿" 𝜃"
𝜃"#$ ← 𝜃" − 𝛼 ⋅ 𝑔"#$

Momentum (“heavy-ball”)

𝑔"#$ ← 𝛽 ⋅ 𝑔" + 1 − 𝛽 ⋅ ∇*𝐿" 𝜃"
𝜃"#$ ← 𝜃" − 𝛼 1 − 𝜈 ⋅ ∇*𝐿" 𝜃" + 𝜈 ⋅ 𝑔"#$

TL;DR in plain English
Mix plain SGD and momentum for great profit.

𝑡 optimization step
𝜃" model parameters
𝐿"(𝜃") objective function (minibatch estimate)
∇*𝐿"(𝜃") gradient of objective function (minibatch estimate)

Optimization problem

Hyperparameters

Notation key

𝛼 step size (“learning rate”)
𝛽 exponential discount factor (“momentum”)
𝜈 immediate discount factor (“mixing”)

State variables
𝑔" first moment estimator (“momentum buffer”)
𝑠" second moment estimator
𝑎" auxiliary buffer

Try it out!
https://facebookresearch.github.io/qhoptim

https://github.com/facebookresearch/qhoptim

https://arxiv.org/abs/1810.06801

• plain SGD (𝜈 = 0).
• momentum (𝜈 = 1).
• Nesterov’s accelerated gradient (𝜈 = 𝛽).
• PID control (Recht, 2018; An et al., 2018).
• Synthesized Nesterov variants (Lessard et al., 2016).
• Robust Momentum (Cyrus et al., 2018).
• Triple Momentum (Scoy et al., 2018); fastest known

convergence in deterministic, strongly convex setting.
• AccSGD (Jain et al., 2017; Kidambi et al., 2018).
• Disproof #2: AccSGD does not recover NAG.
• AccSGD optimality merits further clarification.

Got two states? Use QHM.

Practical suggestions

Two states is all you need
• Multiple momentum buffers è general many-state

optimization.
• Our preliminary experimentation suggested that more than

one momentum buffer is unnecessary.
• Lucas et al. (2018 / ICLR 2019) propose multiple momentum

buffers (Aggregated Momentum) – we demonstrate that
untuned QHM outperforms grid-searched Aggregated
Momentum on AE task of Lucas et al.

• Takeaway: use one momentum buffer (i.e. two states), use
it well (by appropriately choosing 𝜈), and save on GPU RAM.

From QHM to QHAdam
Adam also uses momentum buffers (two of them, in fact). Let’s
mix in some of the current gradient to create QHAdam:

𝑔"#$ ← 𝛽$ ⋅ 𝑔" + 1 − 𝛽$ ⋅ ∇*𝐿" 𝜃"
𝑔"#$> ← 1 − 𝛽$"#$ ?$ ⋅ 𝑔"#$

𝑠"#$ ← 𝛽@ ⋅ 𝑠" + 1 − 𝛽@ ∇*𝐿" 𝜃"
@

𝑠"#$> ← 1 − 𝛽@"#$ ?$ ⋅ 𝑠"#$

𝜃"#$ ← 𝜃" − 𝛼
1 − 𝜈$ ⋅ ∇*𝐿" 𝜃" + 𝜈$ ⋅ 𝑔"#$>

1 − 𝜈@ ∇*𝐿" 𝜃"
@
+ 𝜈@ ⋅ 𝑠"#$>

ImageNet + ResNet-50 WMT16 EN-DE + Transformer NMT

WikiText-103 + GConv

ImageNet + ResNet-152

CIFAR10 + ResNet-18

• Parameter sweeps (left column) show that QHM
and QHAdam:
• Lead to significantly improved training over

momentum and Adam.
• Have a robust common parameterization.

• Case studies (right column) show that these
results hold:
• Using reasonable defaults instead of

parameter sweeps.
• On a wide range of settings.

• Momentum/NAG vs. plain SGD: little difference
after controlling for effective step size:
• “We thus suspect that much of the folk

wisdom about momentum’s benefits for
SGD should instead be folk wisdom about
using sensible learning rates.”

• “In contrast, QHM provides significant
benefits without changing the effective step
size.”

Highlights

Use QHM and QHAdam over momentum and Adam.

Tune when possible, but 𝜈 = 0.7, 𝛽 = 0.999 is a good rule of thumb akin to 𝛽 = 0.9 for momentum.

Convert momentum learning rates to QHM via multiplication by 1 − 𝛽 ?$.

For example, momentum with 𝛼 = 0.1, 𝛽 = 0.9 should be replaced by QHM with 𝛼 = 1.

Decrease 𝜈 as gradients become noisier.

Check out the github.io page at the bottom-right corner (or scan the QR code) for a handy hyperparameter advisor tool.

• Adam with high 𝛽@ and spiky gradients can be
unstable.
• Relatively well-known: Adam’s maximum step

size increases with 𝛽@.
• However, extent of this increase was previously

unknown. Kingma et al. (2014) claim a step size
upper bound of 𝛼(1 − 𝛽$)/ 1 − 𝛽@.
• Disproof #1: this bound is incorrect.
• Real bound often ≥2x higher!

• QHAdam offers 𝜈@ as a mechanism to reduce
this upper bound for greater stability.

• Case study: Transformer NMT (Ott et al., 2018).
• Adam: 40% exploding seeds, 29.17 BLEU.
• QHAdam: 0% exploding seeds, 29.45 BLEU.

Adam upper bound and stability


