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Functionally equivalent Networks. Functional equivalence of ReLU
neural networks is described in part by rescaling-equivalent weights.

Equi-normalization of Neural Networks. Re-parameterize the
network while preserving its input-output function and minimizing the
global `p norm of the weights.
• Inspired by Sinkhorn-Knopp, iterative, fast, batch-independent;
•Converges to a unique canonical parameterization of the network;
•Applicable to ResNets at a lower theoretical computational cost than
BN (×50) and GN (×3);
•One ENorm step after each SGD step improves the learning trajectory.

1 � Overview

Objective function. Minimize the global `p norm
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among rescaling-equivalent weights. Given the weights {Wk}, compute
rescaling coefficients δ to minimize the rescaled weights{D−1k−1WkDk}
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Algorithm. Using the framework of block-coordinate descent.

Under review as a conference paper at ICLR 2019

Algorithm 1: Pseudo-code of Equi-normalization
Input: Current layer weights W1, . . . , Wq , number of cycles C, choice of norm p
Output: Balanced layer weights
// Perform C ENorm cycles
for T = 1 . . . C do

// Iterate through the layers
for k = 2 . . . q do

L[j] � kWk�1[:, j]kp for all j 2 Rnk

R[i] � kWk[i, :]kp for all i 2 Rnk
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(1) Initialization. Define �(0) = (1, . . . , 1).
(2) Iteration. At iteration r, consider layer ` 2 J1, q� 1K such that `� 1 ⌘ r mod q� 1 and define
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Denoting uv the coordinate-wise product of two vectors and u/v for the division, we have
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Algorithm and pseudo-code. Algorithm 1 gives the pseudo-code of ENorm. By convention, one
ENorm cycle balances the entire network once, e.g. from ` = 1 to ` = q � 1. See Annex A for
illustrations showing the effect of ENorm on network weights.

3.4 CONVERGENCE

We now state our main convergence result for Equi-normalization. The proof relies on a coordinate
descent Theorem by Tseng (2001) and can be found in Annex B.1. The main difficulty is to prove
the uniqueness of the minimum of '.
Theorem 1. Let p > 0 and (�(r))r2N be the sequence of rescaling coefficients generated by ENorm
from the starting point �(0) as described in Section 3.3. We assume that each hidden neuron is
connected to at least one input and one output neuron. Then,

(1) Convergence. The sequence of rescaling coefficients �(r) converges to �⇤ as r ! +1. As
a consequence, the sequence of rescaled weights also converges;

(2) Minimum global `p norm. The rescaled weights after convergence minimize the global `p
norm among all rescaling equivalent weights;

(3) Uniqueness. The minimum is unique, i.e. �⇤ does not depend on the starting point �(0).

3.5 HANDLING BIASES – FUNCTIONAL EQUIVALENCE

In the presence of biases, the network is recursively defined as

yk = � (yk�1Wk + bk) (6)

and yq = yq�1Wq + bk where bk 2 Rnk . For rescaling-equivalent weights satisfying (2), in order
to preserve the input-output function, we define matched rescaling equivalent biases

ebk = bkDk. (7)
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2 � ENorm

Theorem. Let p > 0 and (δ(r))r∈N be the sequence of rescaling co-
efficients generated by ENorm. We assume that each hidden neuron is
connected to at least one input and one output neuron.
(1)Convergence. δ(r) converges to some δ∗ as r → +∞;
(2)Minimum global `p norm. The rescaled weights after convergence

minimize the global `p norm among all rescaling equivalent weights;
(3)Uniqueness. δ∗ does not depend on the starting point δ(0).

3 � Convergence & Uniqueness

Convolutional Layers. Reduce to the 2D case modulo reshape and
permutation operations.
Max-pooling. Invariant to a positive scaling of the features.
Skip-connections. Define (1) the structure of the rescaling process
and (2) the computation of the rescaling coefficients.

4 � Extension to CNNs

Interleaving ENorm and SGD steps. Experimentally better learn-
ing trajectory, i.e. better future gradients.
Momentum update. Closed formula for the effect of ENorm on the
gradients.
Asymetric ENorm. Transfer more energy to the beginning or the end
of the network using a single parameter c.
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This introduces a penalty based on the depth of the weights

5 � ENorm & SGD

CIFRAR-10 fully-connected. Over-performs path-SGD, BN and
GN on fully-connected networks.

CIFAR-10 fully convolutional. Competitive results with BN and
GN. BN + ENorm outperforms ENorm alone.

ImageNet wiht ResNet-18. Over-performs BN and GN for batch
sizes ≤ 128. Here results for bath size 64.

Limitations. ENorm is so far applicable only to type-C ResNets with
learnt skip-projections, hard to optimize when deep, e.g. ResNet50.

6 � Experiments

GitHub repo. All contributions are welcomed on the repository.
https://github.com/facebookresearch/enorm

7 � Code
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