
• A novel approach for local self-supervised representation 
learning without end-to-end backpropagation

• Performs competitively to its end-to-end counterpart
on audio and vision classification tasks
• Enables asynchronous, decoupled training of neural 

networks, allowing for highly-parallel training of arbitrarily 
deep architectures

Contribution Results – Audio (LibriSpeech)

[1] Oord et.al.: Representation learning with contrastive predictive coding. arXiv, 2018
[2] Hjelm et al.: Learning deep representations by mutual information estimation and 
maximization. ICLR, 2019
[3] Nøkland et al.: Training Neural Networks with Local Error Signals. ICML, 2019.

References

Gradient-Isolated Learning of Representations
Sindy Löwe*, Peter O’Connor, Bastiaan S. Veeling*

AMLab, University of Amsterdam

Results – Vision (STL-10)

Tab 1: Test accuracy on speech classification tasks using  a 
linear classifier trained on learned representations.

Fig 2: Speaker classification error rates of a linear classifier on 
intermediate module representations.

• Extract representations from sequential inputs by 
• Dividing a neural network into a stack of M gradient-

isolated modules 
• Employing a local self-supervised loss based on InfoNCE[1]

for every module

• Maximizes the Mutual Information between the input and 
the output of a module
• Preserve information of input in every module – no need 

for global objective

• Formally:

Method - Greedy InfoMax (GIM)

*equal contribution
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Tab 2: Test accuracy using a linear classifier trained on learned 
representations.

(b) Module 1.

Tab+Fig 3: Iterative Training reduces memory consumption 
but leads to overfitting

Fig 4: Neurons of deeper modules activate more semantically.
(a) Neurons from Module 3, 4 patches that activate neuron. 

We train a neural net
without end-to-end 

backpropagation
and achieve 
competitive 

performance.
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Fig 1: Greedy InfoMax’s layerwise 
self-supervised loss. We divide a 
deep neural network by depth, into 
a stack of modules. Each module is 
optimized using a local self-
supervised loss, and no gradients 
are flowing between modules. The 
loss is based on InfoNCE[1], which 
contrasts temporally nearby pairs 
of patches against random pairs.

Putting An End to End-to-End: 


