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Abstract

1. Two types of preconditioners for SGD:
(a) a Newton type for general optimization problems;
(b) a Fisher type for statistical model parameter learning.

2. Preconditioners are derived as the minimum of certain criteria defined on proper matrix Lie groups.
3. Many existing preconditioners and optimization methods are special cases of our framework, to name a few,

RMSProp, Adam, KFAC, equilibrated SGD, batch normalization.

1 Background

1.1 Preconditioned Stochastic Gradient Descent

We are to learn model parameter θθθ via minimizing cost function f (θθθ) = Ez[`(θθθ,zzz)]. Generally, we
can only get an estimate of f (θθθ) by replacing expectation with sample average, i.e., f̂ (θθθ). Thus, we
have preconditioned SGD

θθθ ← θθθ − µPPP ∂f̂ (θ
θθ)

∂θθθ
(1)

where µ > 0 is the step size, PPP is a positive definite, not necessarily fixed, matrix, i.e., a precondi-
tioner. Properly designed preconditioners improve convergence.

1.2 Why not use the inverse of Hessian for preconditioning

1. Cannot handle negative curvatures.

2. Significantly amplify stochastic gradient noises along directions pointed by the eigenvectors of
Hessian associated with small eigenvalues.

1.3 Why not consider those quasi-Newton method like preconditioners

1. Stochastic gradient noises make things complicated (e.g., how to generalize the Wolfe conditions)

2. Difficult to determine the step size µ in (1) since the eigenvalues ofPPPHHH could vary in large ranges,
whereHHH is the Hessian.

3. Not very efficient on large scale problems

1.4 What an ideal preconditioner looks like

Let us start from the secant equation
δggg =HHHδθθθ

where ggg is the gradient, and δ denotes small perturbation. We modify the secant equation to arrive a
form suitable for stochastic optimization as below

HHH−1δggg = δθθθ just the secant equation in another form

↓
PPPδggg = δθθθ essentially, we havePPP =HHH−1; cannot handle negative curvatures

↓
PPPδgggδgggTPPP = δθθθδθθθT can handle negative curvatures, but not gradient noises

↓
E[PPPδĝggδĝggTPPP ] = E[δθθθδθθθT ] can handle both negative curvatures and gradient noises

One way to arrive such an ideal preconditioner is by minimizing criterion [1]

c(PPP ) = Ez,δθ[δĝgg
TPPPδĝgg + δθθθTPPP−1δθθθ] (2)

2 Two types of preconditioner estimation criteria

2.1 The Newton type

Replacing the (δθθθ, δĝgg) in (2) with (vvv, ĤHHvvv) leads to a Newton type preconditioner estimation criterion,

cn(PPP ) = Ez,v[vvv
TĤHHPPPĤHHvvv + vvvTPPP−1vvv] (3)

where vvv is a random vector, and ĤHHvvv is a Hessian-vector product estimated on a batch of training
samples.

2.2 The Fisher type

Replacing (δθθθ, δĝgg) in (2) with (vvv, ĝgg + λvvv) leads to a Fisher type criterion

cf (PPP ) = Ez,v[(ĝgg + λvvv)TPPP (ĝgg + λvvv) + vvvTPPP−1vvv] (4)

where λ ≥ 0 is a damping factor.

Justification? At a stationary point, E[ĝgg] = 000. Thus, we simply approximate δĝgg with ĝgg − E[ĝgg] = ĝgg.
At the stationary point, empirical Fisher just equals the true Fisher. Thus, criterion cf (PPP ) does give a
Fisher type preconditioner.

2.3 Newton vs. Fisher

1. Newton: normalized step size, easier to use; higher computational complexity due to the need of
Hessian-vector product.

2. Fisher: lower computational complexity per iteration; both µ and λ require careful tuning.

3 Estimate preconditioners on matrix Lie groups

3.1 What is a matrix Lie group
A set of matrices + multiplication operation satisfying four requirements: closure, associativity, iden-

tity and inverse elements. For example, for the set of matrices

 a 0 b
0 c d
0 0 1

 with a > 0 and c > 0 (we

call it a normalization group in the paper), we show the inverse and closure property as below: a 0 b
0 c d
0 0 1

−1 =
 a−1 0 −a−1b

0 c−1 −c−1d
0 0 1

 ,
 a1 0 b1

0 c1 d1
0 0 1

 a2 0 b2
0 c2 d2
0 0 1

 =

 a1a2 0 b1 + a1b2
0 c1c2 d1 + c1d2
0 0 1


3.2 Why on matrix Lie groups?
1. We estimateQQQ, instead of PPP = QQQTQQQ. Motivations:

(a)PPP is naturally nonnegative definite regardless of the form of QQQ. This turns a constrained opti-
mization problem into an unconstrained one.

(b) Much better numerical behaviors. This is important for single or even half precision math imple-
mentations.

2.QQQ cannot be singular. Preconditioner estimation on matrix Lie groups can ensure the nonsingularity
ofQQQ.

3.3 Natural gradient descent on matrix Lie groups [2]
We turn to gradient method for solving for PPP when closed-form solution is unavailable. Not the
ordinary gradient asQQQ lives on a very specific manifold.

1. A natural metric on matrix Lie group could be

dist(QQQ,QQQ + δQQQ) =

√
tr(δQQQQQQ−1QQQ−T δQQQT )

(vs. the Euclidean distance
√
tr(δQQQδQQQT ))

2. The derived gradient for optimizingQQQ has form

∇∇∇QQQ = RRRQQQ (5)

whereRRRQQQ−T gives the ordinary gradient.

This kind of gradient is also known as the relative gradient.

3.4 Useful matrix Lie groups for large scale machine learning problems
1. The group of nonsingular diagonal matrices.

2. The group of direct sum of nonsingular matrices

3. The group of Kronecker product of nonsingular matrices

4. The group of nonsingular triangular matrices. Why interested as it has no sparse representation?
Triangular systems can be efficiently solved with parallel back substitution.

5. Normalization group: feature normalization operations forms this group.

6. Whitening group: feature whitening operations forms this group.

7. Numerous more choices, e.g., scaling-and-normalization group, scaling-and-whitening group, etc.

4 Relationship to previous methods
1. Equilibrated SGD: Newton type preconditioner on diagonal Lie group.

2. RMSProp, Adam, KFAC: Fisher type preconditioner living on corresponding Lie groups.

3. Batch normalization: a specific preconditioner living on normalization group.

5 Performance comparisons
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1. MNIST handwritten digit recognition with LeNet5. Easy to reproduce the results.

2. ImageNet with AlexNet: marginal performance gain; less tuning effort due to normalized step size.

3. Wikitext-2 language modeling: significantly lower training loss.

4. Success on pathological problems that fail most methods: e.g., the delayed XOR problem (See [3]).

Conclusions
1. Proposed two types of preconditioners for SGD, the Newton type and the Fisher type.

2. Revealed their relationships to many existing methods.

3. Empirically proved their good performance on large scale problems.

4. Matrix Lie group provides the idea manifold for preconditioner estimation.
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