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• We consider a problem of learning a reward and 
policy from expert examples under unknown 
dynamics in high-dimensional scenarios.

• Our proposed method builds on the framework of 
generative adversarial networks and introduces 
the empowerment-regularized maximum-entropy 
inverse reinforcement learning.

• Our method transforms the learning reward by
adding the Empowerment-based potential function 
to acquire a generalized policy [4].

𝑅′ 𝑠, 𝑎, 𝑠′ = 𝑅 𝑠, 𝑎 + 𝛾Φ 𝑠′

• Empowerment-based regularization prevents the 
policy from overfitting to expert demonstrations 
which advantageously leads to more generalized 
behaviors and rewards. 

• We evaluate our approach on various high-
dimensional complex control tasks and challenging 
transfer learning problems.

Abstract

• A maximal of mutual information (MI) between a sequence 
of 𝐾 actions 𝒂 and the final state 𝒔′ reached, conditioned on 
current state 𝒔 is known as Empowerment Φ 𝑠 :

Φ 𝑠 = max 𝔼𝑝(𝑠′|𝑎,𝑠)𝑤(𝑎|𝑠) log
𝑝(𝒂, 𝒔′|𝒔)

𝑤 𝒂 𝒔 𝑝(𝒔′|𝒔)

where 𝑝(𝒔′|𝒔) is a K-step transition probability, 𝑤(𝒂|𝒔) is a   
distribution over 𝒂, and 𝑝(𝒂, 𝒔′|𝒔) is a joint-distribution of K 
actions 𝒂 and final state 𝒔′.

• Mohamed & Rezende, 2015 [2] proposed to learn 
empowerment through the more-efficient maximization of 
variational lower bound by minimizing:

𝑙𝐼 𝑠, 𝑎, 𝑠′ = log 𝑞 𝑎 𝑠′, 𝑠 − log 𝜋 𝑎 𝑠 + Φ 𝑠
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where 𝑞 ⋅ is a variational distribution and 𝜋(⋅) is a 
distribution over actions.

Empowerment as VIM 

EAIRL builds on GAN formulation, i.e., generator-discriminator framework, where generator learns to generate expert-like trajectories and discriminator learns to distinguish between 
generated and expert trajectories. We recover reward functions by imposing a special structure on the discriminator. Our method comprises four models:

EAIRL: Empowerment-regularized Adversarial Inverse Reinforcement Learning

Transfer learning problem:

➢ Modified agent dynamics in testing:

➢ Modified environment structure:

Experiments & Results

Notations

1. Expert: Policy trained with ground-truth rewards.
2. GAIL: Generative Adversarial Imitation Learning [1]
3. AIRL: Adversarial Inverse Reinforcement Learning [3].
4. AIRL(s): AIRL with state-only rewards.
5. AIRL (s,a): AIRL with state-action rewards. 

1. Inverse model 𝒒𝝓 𝒂 𝒔′, 𝒔 : Given the generated trajectories 𝜏 ∼ 𝜋𝜃, the inverse model 𝑞𝜙 𝑎 𝑠′, 𝑠 is trained to 

minimize the mean-square error between its predicted action 𝑞𝜙 𝑎 𝑠′, 𝑠 and the action 𝑎 taken according to the 

generated trajectory 𝜏 , i.e., 𝑙𝑞 𝑠, 𝑎, 𝑠′ = log 𝑞𝜙 𝑎 𝑠′, 𝑠 − 𝑎
2

.

2. Empowerment 𝚽𝝋(𝒔): Given the generated trajectories 𝜏 ∼ 𝜋𝜃, the potential function Φ𝜑(𝑠) is trained by 

minimizing 𝑙𝐼(𝑠, 𝑎, 𝑠′) w.r.t parameters 𝜑.

3. Reward 𝒓𝝃(𝒔, 𝒂, 𝒔′): To learn the reward function we model the discriminator 𝐷 as follow:

𝐷(𝑠, 𝑎, 𝑠′) =
exp[𝑟𝜉 𝑠, 𝑎 + 𝛾Φ𝜑′ 𝑠′ −Φ𝜑(𝑠)]

exp 𝑟𝜉 𝑠, 𝑎 + 𝛾Φ𝜑′ 𝑠′ −Φ𝜑 𝑠 + 𝜋𝜃(𝑎|𝑠)

The discriminator/reward function parameters 𝜉 are trained via binary logistic regression to discriminate between  
expert 𝜏𝐸 and generated 𝜏 trajectories.

4.  Policy 𝝅𝜽(𝒂|𝒔): We train policy to maximize the discriminative reward Ƹ𝑟 = log D s, a, s′ − log 1 − D s, a, s′ and 

to minimize the loss function 𝑙𝐼 𝑠, 𝑎, 𝑠
′ . The overall training objective boils down to 𝒓𝝃 𝒔, 𝒂 + 𝜸𝜱𝝋′ 𝒔′ + 𝝀 𝑯(⋅)

Policy Learning:

Methods HalfCheetah Ant Swimmer Pendulum

Expert 2139.88 935.12 76.21 −100.11

GAIL 1880.05 738.72 50.21 −116.01

AIRL(s,a) 1826.26 645.90 49.52 −118.13

AIRL(s) 121.10 271.31 33.21 −134.82

EAIRL 1870.10 𝟔𝟒𝟏. 𝟏𝟐 𝟒𝟗. 𝟓𝟓 −𝟏𝟏𝟔. 𝟐𝟔
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