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Empirical Analysis of DL heuristics
Motivation:
• Deep learning lacks theoretical underpinnings to explain heuristics like learning rate 

(LR) schedules of (cosine) restarts, warmup and knowledge distillation.
• Existing empirical approaches of linear interpolation and visualizations with 

dimensionality reduction have their own limitations.

Proposal:

• We revisit empirical analysis of these heuristics using recently proposed tools for loss 
surface and representation analysis viz. mode connectivity and canonical correlation 
analysis (CCA).

Results: Our empirical analysis suggests that 

a) The reasons often quoted for the success of LR restarts are not evidenced in practice.
b) The effect of LR warmup is to prevent the deeper layers from creating training 

instability.
c) The latent knowledge shared by the teacher model in distillation is primarily disbursed 

to the deeper layers.

Mode Connectivity and its’ Resilience

SGD with Warm Restarts (SGDR)
• SGDR (Fig 2(a)) tends to move over barriers. In contrast, for SGD (Fig 2(b)) none of the 

pairs show evidence of having a training loss barrier on the line segment joining them

• We further evaluate the intermediate 
points on the the hyperplane defined 
by any two modes and their MC 
in Fig 4

• Claims about SGDR converging to and 
escaping multiple minima are not 
substantiated by our experiments

• Path found by MC corresponds to 
lower training loss than the loss at the SGDR 
iterates, however models on the curve 
seem to overfit and not generalize as 
well as the iterates

Learning Rate Warmup

Recent Work

• We investigate three DL heuristics of cosine annealing, learning rate warmup and knowledge distillation, using novel empirical 
tools like Mode Connectivity and SVCCA.

• Claims that the SGDR trajectory passes through local minima are not substantiated by our experiments that evaluate loss 
values at points on the hyperplane given by mode connectivity.

• Our experiments, employing CCA to study the evolution of networks over training iterations, suggest that LR warmup’s effect 
is to prevent the deeper layers from creating training instability

• CCA studies to compare teacher and student models show that the latent knowledge shared by the teacher is primarily 
disbursed in the deeper layers

• (Garipov et al., 2018): Introduced Mode Connectivity procedure for finding low loss connecting curves between 
independently trained models 

• (Loschilov et al., 2017): Introduced SGDR and demonstrate state-of-the-art on CIFAR-10 and CIFAR-100
• (Huang et al., 2017): Propose Snapshot Ensembling strategy, that uses iterates of SGDR just before restart, as candidates of 

the ensemble and offer intuitions for SGDR’s efficacy
• (Goyal et al., 2017): Overcome optimization difficulties in large-batch training by using warmup in the LR scheme.
• (Raghu et al., 2017): Introduce SVCCA as a method to measure similarity between DNN layers

Mode connectivity (MC) obtains a low 
loss curve of simple form that connects 
optima found independently. To test 
the resilience of this procedure we 
build 6 variants of a reference mode G 
and attempt to find connectivity 
between G and each of the 6 nodes.

Within a few epochs of training, for 
each of the 6 pairs, we can find a curve 
such that each point on it generalizes 
almost as well as models from the pair 
that is being connected.

Mode Difference in training compared to G

A Larger batch-size

B Adam optimizer instead of SGD

C Linearly decaying LR instead of step decay

D Smaller weight decay

E Higher variance of the initialization distribution

F No Data Augmentation

SGD with Restarts (SGDR)
• SGD with restarts (SGDR) combines learning rate restarts with cosine annealing, learning 

rate at the t-th epoch is given by (restarts every Ti epochs)

• Claimed to be useful to deal with multi-modal functions, where iterates could get stuck in 
local optimum and restarts get them out.

• Huang et al. propose ensembling
the set of SGDR iterates before 
restarts and claim the optimization 
path of SGDR converges to and
escapes from several local minima

• We empirically investigate if the 
above intuition is true by interpolating
loss surface for parameters on the plane 
defined by the two iterates of interest and their MC.
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Knowledge Distillation
• Canonical correlation analysis (CCA) is a classical tool from multivariate statistics, 

that investigates the relationships between two sets of random variables. It has 
recently been used along with pre-processing steps like SVD or DFT to design a 
similarity metric for comparing two DNN layers.

• Using CCA, we compare the similarity between layers of (a) the KD-trained student 
Sdistilled and the teacher T and (b) independently trained student Sindep. and T. 

• Fig (c), that plots the difference between the first two panes, suggests that the 
knowledge transferred by the teacher is localized majorly in the deeper 
(discriminative) layers and less so in the shallow feature extraction layers.

Warmup involves 
increasing the learning 
rate to a large value over 
a certain number of 
certain no of iterations. 
We use CCA to study the 
learning dynamics of 
DNNs through training 
iterations, comparing 
each of the layer at 
different 
iterations/epochs.

Evident increase in 
similarity for the last few 
layers (FC stack) for SB 
(a) and LB + warmup (c) 
cases, absent in LB 
without warmup (b) 
case.


