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MOTIVATION
• Previous works [1, 2] have found that gen-

erating coherent waveforms with GANs is
challenging.

• GANs usually have non-sequential feed-
forward generators: they can allow paral-
lelized waveform synthesis, greatly speed-
ing up inference

• GANs have shown impressive results in a
wide range of image synthesis tasks but
haven’t worked as well in the audio do-
main.

INTRODUCTION
• In this paper, we present several generator

and discriminator design choices. We base
our choices on conditional GANs for image
synthesis tasks. Our approach enables us to
train a fully convolutional network generat-
ing high quality waveform for three differ-
ent conditional waveform synthesis tasks,
without any task specific loss terms.

• Primarily, we show the effectiveness of
our approach as a neural vocoder for mel-
spectrogram inversion.

• Our model is trainable on a single GPU. In-
ference is faster than realtime without any
hardware specific optimizations.

KEY DESIGN CHOICES
Generator:

• Dilated convolutions enable larger overlap in the induced receptive field of far apart time-steps,
leading to better long range correlation.

• Carefully chosen kernel-size and stride of transposed convolution prevents checkerboard artifacts

• Using weight-norm allows us to effectively train with small batch sizes on a single GPU

• Generator learns to match discriminator features for paired generated and real waveforms, using
a feature matching objective

Discriminator:

• We adopt a multi-scale architecture with 3 discriminators (D1, D2, D3) that have identical network
structure but operate at different audio resolutions.

• Window based discriminator objective that helps capture high frequency structure, uses fewer
parameters, runs faster and can be applied to variable length audio sequences

FUTURE RESEARCH

This is the first model which shows reasonably
good audio quality generated without any task
specific loss terms. However, quality still trails
likelihood based models. Future work will aim at

improving it further while relaxing some design
choices that are closely tied with the requirement
of training on time-aligned paired data.
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CONCLUSION
• We have introduced a GAN architecture tai-

lored for conditional audio synthesis and
demonstrated qualitative and quantitative
results establishing the effectiveness and
generality of the proposed methods.

• Our model is very lightweight, can be
trained quickly on a single desktop GPU,
and is very fast at inference time.

• It is limited by the requirement of time-
aligned conditioning information and
paired data for training.

RESULTS

Table 1: Mean Opinion Score of end to end text-to-
speech synthesis.

Model MOS 95% CI

Tacotron2 + WaveGlow 3.52 ±0.04
Text2mel + WaveGlow 4.10 ±0.03
Text2mel + MelGAN 3.72 ±0.04
Text2mel + Griffin-Lim 1.43 ±0.04

Original 4.46 ± 0.04

Table 2: Mean Opinion Scores for Reconstructed Audio

Model MOS 95% CI

Griffin Lim 1.57 ±0.04
WaveGlow 4.11 ±0.05
WaveNet 4.05 ±0.05
MelGAN 3.61 ±0.06

Original 4.52 ± 0.04

MORE INFORMATION

Blog post with a link
to the paper and
generated samples:

INFERENCE SPEED

Model Parameters CPU GPU

Wavenet 10.0M 1.96 kHz 221 kHZ
WaveGlow 87.9M 1.58 kHz 223 kHz
MelGAN 4.26M 51.9kHz 2500kHz
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