
h-detach: Modifying the LSTM gradient towards better optimization

Bhargav Kanuparthi*1, Devansh Arpit*1, Giancarlo Kerg1, Nan Rosemary Ke1, Ioannis Mitliagkas1 Yoshua Bengio1, 2

*Equal Contribution
1Montreal Institute for Learning Algorithms (Mila), Canada

2CIFAR Senior Fellow

h-detach: Modifying the LSTM gradient towards better optimization

Bhargav Kanuparthi*1, Devansh Arpit*1, Giancarlo Kerg1, Nan Rosemary Ke1, Ioannis Mitliagkas1 Yoshua Bengio1, 2

*Equal Contribution
1Montreal Institute for Learning Algorithms (Mila), Canada

2CIFAR Senior Fellow

Introduction

Recurrent neural networks [3] are known for their notorious exploding and vanishing
gradient problem [1] (EVGP). This problem becomes more evident in tasks where the
information needed to correctly solve them exist over long time scales, because EVGP
prevents important gradient components from being back-propagated adequately over
a large number of steps. We introduce a simple stochastic algorithm (h-detach) that is
specific to LSTM [2] optimization and targeted towards addressing this problem. We
show significant improvements over vanilla LSTM gradient based training in terms of
convergence speed, robustness to seed and learning rate, and generalization using our
modification of LSTM gradient on various benchmark datasets.

LSTM

LSTM is a variant of traditional RNNs that was designed with the goal of improving
the flow of gradients over many time steps. The roll-out equations of an LSTM are
as follows, ct = ft � ct−1 + it � gt (1)

ht = ot � tanh(ct) (2)

where � denotes point-wise product and ft, it, ot, gt are the standard definition of
the gates. In order to derive the back-propagation equations for the LSTM we fix w
to be any of the LSTM parameters. Let,

At =

Ft 0n diag(kt)

F̃t 0n diag(k̃t)
0n 0n Idn

 Bt =

0n ψt 0n
0n ψ̃t 0n
0n 0n 0n

 zt =

dctdw
dht
dw
1n

 (3)

Then zt = (At + Bt)zt−1. In other words,

zt = (At + Bt)(At−1 + Bt−1) . . . (A2 + B2)z1 (4)

where all the symbols used to define At and Bt represented in a compressed form.

h-detach

The matrix At contains components of gradient that arise due to the cell state and
the terms in At are a function of the LSTM gates and hidden and cell states. The
matrix Bt contains components gradient that arise due to the remaining paths. The
elements of Bt are a linear function of the weights Wgh,Wfh,Wih,Woh. Thus the
magnitude of elements in Bt can become very large if the weights are very large.

Fig. 1: In h-detach we detach the hidden state at every timestep with a probability of (1 − p)

The random variables involving the detaching of the ht is denoted by ξt and in
expectation the new gradient update equation z̃t becomes

Eξ2,...,ξt[z̃t] = (At + pBt)(At−1 + pBt−1) . . . (A2 + pB2)z̃1

Results

• We test our idea on the Copying Task [2]. This task requires the recurrent network to
memorize the network inputs provided at the first few time steps and output them in the
same order after a large time delay.

Fig. 2: Results on copying task with T = 300 for baseline, h-detach p = 0.25 and h-detach p = 0.5

We find that h-detach is better than the baseline in terms of convergence speed and final
test accuracy.

• Next we also implement our idea on Transfer Copying Task [2]. In the task we train the
LSTM architecture on copying task with delay T = 100. After that evaluate the accuracy
of the trained model for each setting for various values of T > 100.

• We also perform the Sequential MNIST task in which an image is fed into the LSTM
one pixel per time step and the goal is to predict the label after the last pixel is fed. We
also consider another version of the task where the pixels are permuted in a random but
fixed manner and call this pMNIST.

Fig. 3: Results on Sequential MNIST for baseline and h-detach p = 0.25 using a learning rate of 0.0001, 0.0005 and 0.001

respectively.

Vanilla LSTM has a final test accuracy of 98.5% and 91.1% on MNIST and pMNIST while
h-detach with p = 0.25 has 98.5% and 92.3%.

• We also evaluate h-detach on an Image Captioning Task which involves on the Mi-
crosoft COCO dataset. We use two models to test our approach– the Show&Tell encoder-
decoder model and the ‘Show, Attend and Tell’ model, which uses soft attention. The
Show&Tell model achieves an increase of 1.2 in BLEU-1 score and 5.0 in CIDEr score while
the Show Attend and Tell model acheives an increase of 1.5 and 6.7 respectively when
h-detach is used.

Ablation Studies

• We first study the effect of removing gradient clipping in the LSTM training.
Getting rid of gradient clipping would be insightful because it would confirm
our claim that stochastically blocking gradients through the hidden states ht of
the LSTM prevent the growth of gradient magnitude.

Fig. 4: Results from removing gradient clipping on Sequential MNIST for two learning rates 0.0005 and 0.0001.

• We also conduct experiments where we stochastically block gradients from flow-
ing through the cell state ct and observe the LSTM. This experiment corrob-
orates our hypothesis that gradients through the cell state contain important
components of the gradient signal as blocking them worsens the performance.

Fig. 5: Results from c-detach experiments on Copying Task T = 100 and Sequential MNIST.

Discussion

We proposed a simple stochastic algorithm called h-detach aimed at improving
LSTM performance on tasks that involve long term dependencies. We provided a the-
oretical understanding of the method using a novel analysis of the back-propagation
equations of the LSTM architecture. We note that our method reduces the amount
of computation needed during training compared to vanilla LSTM training. Finally,
we empirically showed that h-detach is robust to initialization, makes the conver-
gence of LSTM faster, and/or improves generalization compared to vanilla LSTM
(and other existing methods) on various benchmark datasets.
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