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“Best GANs in Montreal!”
“The paper that defied the gods of GANs.”
“I often mistake my cat for a loaf of bread.”

Key property missing

In standard generative adversarial network
(SGAN):

•D is trained so that D(x) ≈ P (x is real),
where x is real or fake
•G is trained to increase D(xfake)

We argue that increasing D(xfake) should de-
crease D(xreal) and vice-versa.

Why? We provide 3 arguments.

1) Ignoring a priori knowledge

In GANs, D is always shown M/2 real samples and
M/2 fake samples, where M is the mini-batch size.

Example: Diamond cards are real samples and we
estimate D(x)=P (x is real) from visual inspection.
· Let say that the current mini-batch is:

Clearly, card 2 and 4 are the real cards. Therefore,
D(x1) = D(x3) = 0 and D(x2) = D(x4) = 1.
· Let say that the generator trained very well and
the next mini-batch is:

Unless looking with magnifying glasses, it is
impossible to differentiate real from fake cards.
Given that two cards are fake, we would say that
D(x1) = D(x2) = D(x3) = D(x4) = 1/2.

SGAN would instead say that
D(x1) = D(x2) = D(x3) = D(x4) = 1.
But why?
In the previous iteration, D(xreal) = 1 for all xreal.
Then, G trained so well that D(xfake) = 1 for all
xreal. Therefore, D(x) = 1 for all x.

SGAN ignores the fact that only M/2
samples are real (dumb AI )

2) Divergence minimization

In SGAN, the loss function of D is an estimation of
the Jensen–Shannon divergence (JSD); divergences
are distances between probability distributions.
min JSD = 0 when D(x) = 1/2
max JSD =∞ when D(xreal) = 1, D(xfake) = 0

Not like divergence minimization!

Like divergence minimization!

3) Same gradients as IPM GANs

One might wonder if SGAN and Integral probability
metric (IPM) GANs (e.g. WGAN) can be equivalent
(i.e. take the same gradient steps onG andD) under
certain conditions?
Yes, they can, but with certain strong assumptions.
Assuming, that the same IPM constraint is applied
to D and that real and fake samples are perfectly
separable (true in early-mid training):
1 D follow the constraint imposed by the IPM X

2 D(xf) = 0 in the generator step of SGAN X

3 D(xr) = 0, D(xf) = 1 in the discriminator step of
SGAN 7 Instead, we get D(xr) = 1, D(xf) = 1

This cannot happen with SGAN, but it
could if we were not missing the key prop-
erty!

Solution: Relativistic D

Non-relativistic:
D(x) = a(C(x)), a is the activation function.
In SGAN, a(y) = sigmoid(y), so D(x) ∈ [0, 1]
C(x) tells you how realistic x is (in R).
Relativistic:
Sample from real/fake data pairs x̃ = (xr, xf),
D(x̃) = a(C(xr)− C(xf)).
SGAN: D(x̃) ≈ P (xr is more realistic than xf)
IPM GANs: Special case where a(y) = y
Relativistic average:
D̃(xr) = a

(
C(xr)− Exf∼QC(xf)

)
D̃(xf) = a (C(xf)− Exr∼PC(xr))
Making D relativistic gives us the key property
missing and it works with any GAN! It also
improves stability and generated data quality!

Results (Images)

256x256 cats with RaSGAN

256x256 cats with RaLSGAN

Results (Table)

Fréchet Inception Distance (FID) calculated at 20k, 30k . . . ,
100k generator iterations. Hyperparameters were lr = .0002,
β = (.50, .999), nD = 1, and batch norm (BN) in D and G.
All models were trained using the same seed (1).

Loss Min Max Mean SD
64x64 images (N=9304)

SGAN 16.56 310.56 52.54 96.81
RSGAN 19.03 42.05 32.16 7.01
RaSGAN 15.38 33.11 20.53 5.68
LSGAN 20.27 224.97 73.62 61.02

RaLSGAN 11.97 19.29 15.61 2.55
HingeGAN 17.60 50.94 32.23 14.44

RaHingeGAN 14.62 27.31 20.29 3.96
RSGAN-GP 16.41 22.34 18.20 1.82
RaSGAN-GP 17.32 22 19.58 1.81

128x128 images (N=6645)
SGAN - - - -

RaSGAN 21.05 39.65 28.53 6.52
LSGAN 19.03 51.36 30.28 10.16

RaLSGAN 15.85 40.26 22.36 7.53
256x256 images (N=2011)

SGAN - - - -
RaSGAN 32.11 102.76 56.64 21.03

SpectralSGAN 54.08 90.43 64.92 12.00
LSGAN - - - -

RaLSGAN 35.21 299.52 70.44 86.01
WGAN-GP 155.46 437.48 341.91 101.11


