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− Adversarial examples
– Perturbed inputs that induce misbehaviour in ML systems
– Easy to construct if target model known (rare in practice)

− Relevant threat model
– Black-box adversarial attacks: only query access to model

− We present
– Unified framework for black-box attacks
– Black-box attacks that use half the queries and fail 3-5

times less often vs SOTA

Definition: Gradient Estimation Problem
With limited # of queries L(x′, y′), want:

arg max
ĝ

E
ĝTg∗

 , where g∗ = ∇xL(x, y). (1)

→ Allows us to quantify performance of adversarial attack
algorithms, show optimality of current methods

Theorem (informal) NES estimator [WSG+14] (as
applied in [IEAL18] to black-box attacks) for the gra-
dient estimation problem is w.h.p. less than a factor of
1− ε from the optimal unbiased estimator (ε << 1).

Q: Have we reached the limit of query efficiency?
A: No, we have extra information!

Definition: Gradient Prior
Informally, a gradient prior is any random variable It
which is helpful in the estimation of the gradient ĝt.

Time-dependent prior
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y − Gradient at t correlates
with gradient at t + 1

− ĝt estimates gt, so
corr(ĝt, gt+1) is high

Data-dependent prior
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y − Form lower-resolution
version of gradient gtile

− We find corr(gtile, g) ≈ 1
− gtile cheaper to estimate

Exploiting Gradient Priors with Bandits

− How to integrate these priors into gradient estimation?

Approach: Treat gradient estimation as a repeated
(online) game—allows for learning from past gradient
estimates and incorporating priors

− Bandits framework:
– Established framework from Online Convex Optimization

for repeated games with zero-order access
– Provable loss minimization guarantees
– State is maintained through latent vector vt: priors can be

integrated into structure of vt.

Attack Avg. Queries Failure Rate Normalized

`∞ `2 `∞ `2 `∞ `2

NES 1735 2938 22.2% 34.4% 1735 2938
BanditsT 1781 2690 11.6% 30.4% 1214 2421

BanditsTD 1117 1858 4.6% 15.5% 703 999

that for any fixed success rate, our methods are more query-efficient than NES, and (due to the exponential
trend) suggest that the difference may be amplified for higher success rates. We then plot the loss of the
classifier over time (averaged over all images), and performance on the gradient estimation problem for both
`1 and `2 cases (which, crucially, corresponds directly to the expectation we maximize in (7). We show these
three plots for `1 in Figure 4, and show the results for `2 (which are extremely similar) in Appendix D,
along with CDFs showing the success of each method as a function of the query limit. We find that on every
metric in both threat models, our methods strictly dominate NES in terms of performance.
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Figure 4: (left) Average number of queries per successful image as a function of the number of total successful
images; at any desired success rate, our methods use significantly less queries per successful image than NES,
and the trend suggests that this gap increases with the desired success rate. (center) The loss over time,
averaged over all images; (right) The correlation of the latent vector with the true gradient g, which is
precisely the gradient estimation objective we define.

5 Related work
All known techniques for generating adversarial examples in the black-box setting so far rely on either iterative
optimization schemes (our focus) or so-called substitute networks and transferability.

In the first line of work, algorithms use queries to gradually perturb a given input to maximize a
corresponding loss, causing misclassification. Nelson et. al [NRH+12] presented the first such iterative attack
on a special class of binary classifiers. Later, Xu et. al [XQE16] gave an algorithm for fooling a real-world
system with black-box attacks. Specifically, they fool PDF document malware classifier by using a genetic
algorithms-based attack. Soon after, Narodytska et. al [NK17] described the first black-box attack on deep
neural networks; the algorithm uses a greedy search algorithm that selectively changes individual pixel values.
Chen et. al [CZS+17] were the first to design black-box attack based on finite-differences and gradient based
optimization. The method uses coordinate descent to attack black-box neural networks, and introduces
various optimizations to decrease sample complexity. Building on the work of [CZS+17], Ilyas et. al [IEA+18]
designed a black-box attack strategy that also uses finite differences but via natural evolution strategies
(NES) to estimate the gradients. They then used their algorithm as a primitive in attacks on more restricted
threat models.

In a concurrent line of work, Papernot et. al [PMG+17] introduced a method for attacking models with
so-called substitute networks. Here, the attacker first trains a model – called a substitute network – to
mimic the target network’s decision boundaries. The attacker then generates adversarial examples on the
substitute network, and uses them to attack the original target mode. Increasing the rate at which adversarial
examples generated from substitute networks fool the target model is a key aim of substitute networks work.
In [PMG+17], the attacker generates a synthetic dataset of examples labeled by the target classifier using
black-box queries. The attacker then trains a substitute network on the dataset. Adversarial examples
generated with methods developed with recent methods [PMG+17, LCLS17] tend to transfer to a target
MNIST classifier. We note, however, that the overall query efficiency of this type of methods tends to be
worse than that of the gradient estimation based ones. (Their performance becomes more favorable as one
becomes interested in attacking more and more inputs, as the substitute network has to be trained only once.)
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