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In a Nutshell 

● Computational methods for RNA Design are of growing 

interest for biotechnology and medicine 

● We use RL to learn an RNA Design policy 

● We automate parts of RL by a joint hyperparameter and 

architecture search 

● Our approach achieves new state-of-the-art results and 

gains up to 1765x speed-ups 

● Code and data is available at github.com/automl/learna 

 

RNA Design as a Decision Process 𝓓𝝎 

  

The (only non-zero) reward is formulated based on the 

normalized Hamming distance 𝑑 𝐻 ·,·  between the target 

structure 𝜔 and the folded candidate solution ℱ 𝜙 : 
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● All components are important 

● Meta learning yields significant speed-up 

● Learning a model is crucial for performance 

 

 

Most Important Parameters (fANOVA) 

 

● New state-of-the-art on the two most commonly used benchmarks for RNA Design (Eterna100 and Rfam-Taneda) 

● Orders of magnitudes faster than previous approaches 

● One of two approaches that could solve all target structures of the Rfam-Learn benchmark 

 

 

Performance Over Time 

Performance Over Sequence Length 

Our meta learning approaches scale much better with sequence length than existing approaches: 

Neural Architecture 

Automating Reinforcement Learning 

 

Training Parameters 

It is well known that the performance 

of neural networks strongly depends 

on the training hyperparameters 

 

We included parameters of PPO in 

our joint optimization: 

● Learning rate 

● Batch size 

● Entropy regularization 

Environment Parameters 

We do not want to solve a specific decision 

process but to find the best decision 

process for solving our problem 

 

We parameterize the state space and the 

reward function: 

● Size of n-gram for state 

representation 

● Alpha exponent in reward 

Experimental Setup 

● We report results on two established benchmarks from the 

literature (Eterna100, Rfam-Taneda) and our own benchmark 

(Rfam-Learn) 

● For each target structure, we perform multiple attempts with a 

fixed time limit 

● Following the literature, we report the accumulated number of 

solved targets across all attempts 

Obtaining Policies 

We propose three approaches to solve a given task 𝒟𝜔:       

 

● LEARNA: Run PPO [Schulman et. al; 2017] on 𝒟𝜔 

 

● Meta-LEARNA: Meta learn a policy on a set of RNA Design 

tasks and use this policy to solve 𝒟𝜔 

 

● Meta-LEARNA-Adapt: Use the policy of Meta-LEARNA to 

warmstart LEARNA on 𝒟𝜔 

 

Search Procedure 

Use BOHB [Falkner et. al; 2018], which combines Bayesian 

Optimization with Hyperband [Li et. al; 2016]: 

 

● Use the sum of task losses in the validation set as the 

objective 
 

● Approximate objective at different fidelities: limit training 

time or number of evaluations 

 

Search Space 

Since a priori it is unclear which RL formulation will work best,  

we decided to jointly search over choices regarding: 

 

● The agent (neural architecture, training procedure) 

 

● The environment (state formulation, reward shape) 

 

Overall, these design choices yield a 14-dimensional search 

space comprising mostly integer variables 

 

 

● The four most important parameters include choices regarding all aspects of RL 

● Our approach benefits from joint agent and environment optimization 

The RNA Design Problem 

 

RNA Design Background 

 

 

Given: Target structure ω and folding algorithm ℱ 

Goal: Find RNA sequence 𝜙 such that:  ℱ 𝜙 = 𝜔  
 

Candidate solution 𝜙 Fold ℱ 𝜙  Target structure 𝜔 

²Bosch Center for Artificial Intelligence, Robert Bosch GmbH ¹Department of Computer Science, University of Freiburg  
 equal contribution٭

Actions place nucleotides (A, G, C or U) on unpaired sites 

and pairs of nucleotides (GC, CG, AU or UA) on paired sites 

 

States are n-grams centered around the current site of the 

padded target structure 

Transition over individual sites 

1 − 𝑑 𝐻 ℱ 𝜙 , 𝜔
𝛼
                ,

 

(Reward) 

where  𝛼 is a hyperparameter for shaping the reward. If the 

distance is below a certain threshold, an additional local 

improvement step is performed. Architecture space:  

paths correspond to architectures 

We chose to include architectures in our 

automated search over RL formulations, 

which is: 

 

● the first application of architecture 

search for reinforcement learning 

 

● the first neural architecture search to 

choose the best combination of 

convolutional and recurrent layers 

Deep learning for matter engineering is a 

very recent development and a wide 

range of neural architectures is being 

explored 

 

● RNAs are important regulatory molecules, which have been 

connected to diseases like cancer and Parkinson’s Disease 

 

● The function of an RNA molecule is determined by its 

folding into a spatial structure 

 

● The manual design of RNA molecules, which satisfy given 

structural constraints, is a hard and time consuming task 


