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Most unsupervised representation 
learning focuses on single objects.

Visual scenes contain many objects.
Objects enable combinatorial 
generalization and are critical for 
planning, reasoning, and simulation.

Object decomposition should be a crucial aspect of representation learning

We introduce: Iterative Object Decomposition Inference NEtwork IODINE

• Generalizes beyond training distribution
• Multi-stable decomposition of 
   ambiguous inputs
• Naturally extends to sequential data

• Segments complex scenes
• Disentangled objects representation
• Learns completely unsupervised
• Deals with occlusion and can inpaint

K independent object
representations
collaborate to generate
an image as a Gaussian
spatial mixture model.
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• Builds on VAE framework
• Generative model with 
   multi-object structure 
• Iterative amortized inference 
   instead of feed-forward

IODINE is trained end to end to minimize a 
weighted sum of the ELBO for each step:

Feed-forward VAE inference cannot deal with inherent 
multi-modal posterior and explaining away between object.

We thus turn to iterative amortized inference:

1. Initialize with learned posterior

2. Sample object latents

3. Decode means and masks

4. Determine Likelihood

5. Compute auxilliary inputs  

6. Refine posteriors 
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We evaluate foreground segmentation 
against the ground-truth using the 
Adjusted Rand Index (ARI).

Mask Logits
Occlusion is resolved at 
the output through the  of 
the mask-logits

Novel
Objects

IODINE can even 
generalize to unseen 
objects: 
The model above has 
never been trained on 
green spheres, yet it 
adequately segments 
and represents them. 

Because of the stochasticity 
in the iterative inference, 
IODINE is able to represent 
multi-modal posteriors.
On ambiguous inputs this 
can lead to a multi-stable 
segmentation.

Extension to Sequential Data
IODINE naturally extends to
sequential data by feeding a new 
frame at each iteration.

As a sideffect, it tracks objects by 
maintaining their slot assignment.

Limitations

Future Research
• Explore capacity of temporal structure
   to support objects decomposition
• Improve ability to model  dynamics
• Support relations and interactions
   between different objects

• Scale up to real-world data
• Integrate top-down feedback for 
    effective usage in an RL agent
• Combine with memory and attention
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IODINE decomposes an image 
into separate objects in a com-
pletely unsupervised manner.

The segmentation includes the 
objects shadow (b,c, d).

Objects are reconstructed indi-
vidually, and occluded parts are 
inpainted in the process (d, e, h)

CL
EV

R
M

ul
ti-

dS
pr

ite
s

Te
tr

is

Image MaskRecons. Masked Object Reconstructions
Image Recons. Mask Masked Object Reconstructions

ite
ra

tio
ns
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Trained with at least 2 iterations  
IODINE gracefully generalizes to 
more iterations which can even 
further improve the result.

The number of slots K can be varied 
at test time due to weight sharing.

If K is too low during training (3 or 5),  
then performance suffers substantially 
even when enough slots are available 
at test time. 

When trained sufficient slots (7 or 9), 
IODINE performs well even beyond 
the training distribution and 
generalizes to more complex scenes.

IODINE trained on CLEVR with 
K = {3, 5, 7, 9} on scenes with
up to 6 objects.
Test with K=7 on up to 6 objects.
Test with K=11 on up to 10 objects.

IODINE well matches 
the intuitive object 
segmentation of the 
data, despite being 
fully unsupervised.
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We trained a regressor on the learned
object representations for CLEVR, to 
predict the ground truth factors.

Results clearly show that these factors 
are decodable by a linear predictor.

We evaluate disentanglement 
by showing latent traversals.

(above)

VAEs can produce disentangled 
features like position and color 
for single objects. But it is un-
clear, what those should  be for 
multi-object datasets.

(left and middle)

Because of the decomposition, 
IODINE can disentangle the 
features of individual objects.

(right) 
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On Textured MNIST, IODINE was able to capture the 
background, but failed to model the foreground. 
This suggests that pure texture segmentation might 
pose a problem, and highlight the importance of color.

Segmentation on ImageNet does not produce
objects, and seems to be mostly based on color. 
At least in part, this is likely because the dataset 
was not designed for unsupervised learning and 
lacks the required variability in object factors.

Though, our results on grayscale CLEVR show that color is also not a requirement.


