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Motivation and Contributions

Ordinary differential equation (ODE) models of gradient-based optimization methods:

. provide powerful tools to study acceleration [10, 11];

. inspire the design of new algorithms [13, 12];

. provide closed-form formulas for population quantities in stochastic gradient methods (link to
generalization [6], sampling [8]).

Some basics: to minimize an objective f : Rd→ R one can use

xk+1 = xk − η∇f (xk)
Gradient Descent (GD)

h goes to 0−→ ẏ(t) = −∇f (y(t))
Gradient Descent ODE (GD-ODE)

zk+1 = zk + β(zk − zk−1)− η∇f (zk)
Heavy-ball (HB)

h goes to 0−→ q̈(t) + αq̇(t) = −∇f (q(t))
Heavy-ball ODE (HB-ODE)

Correspondence : y(ηk) =: yk u xk and q(
√
ηk) =: qk u zk.

.Unfortunately the error between the
algorithm steps and its ODE ap-
proximation grows exponentially
with the number of iterations (standard
result in numerical ODEs theory [5]).

.We show that Gradient Descent
and Heavy-ball do not suffer from
this problem, if we are in simple set-
tings and we allow for a small perturba-
tion on the algorithm initial condition.

Takeaway: we provide the the first (to the best of our knowledge) non-asymptotic and quanti-
tative link between ODEs and algorithms in optimization
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but shadowing!

To prove our results, we use

. Anosov and Smale’s theory of hyperbolic sets (i.e. concept of shadowing) [1],[9];

. Techniques from the approximation of phase portraits in numerical analysis [7] [2].

To the best of or knowledge, we are the first the introduce these tools in optimization.

Definitions and notation

. denote by Ψ : Rn→ Rn an optimization algorithm (such as GD, which maps x to x−η∇f (x)
) and (xk)∞k=0 its iterates;

. denote by (yk)∞k=0 the ODE trajectory sampled every h seconds . This sequence can be
obtained by a recursive application of the ODE time-h solution operator: ϕh(yk) = yk+1.

We have two notions of similarity between an algorithm and its ODE approx:

. Local similarity: (yk)∞k=0is a δ−pseudo-orbit of Ψ if ∀k ∈ N, ‖yk+1 − Ψ(yk)‖ ≤ δ.

.Global similarity: a pseudo-orbit (yk)∞k=0 of Ψ is ε-shadowed if there exists an orbit (xk)∞k=0
of Ψ such that, for all k ∈ N, ‖xk − yk‖ ≤ ε.

Shadowing⇒ the ODE approximation is reliable (we do not have chaos).

Intuition

no clear signal, approx.
errors propagate.

if clear signal, approx.
errors get corrected.

This happens e.g. when
we get close to a minimum

Correction happens if we have hyperbolicity, a
concept linked to the idea of contraction.
An algorithm Ψ is contracting if ∃ρ ∈ [0, 1)

s.t.∀x, y ∈ Rn, ‖Ψ(x)− Ψ(y)‖ ≤ ρ‖x− y‖.
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✏ Contraction

Shadowing Gradient Descent

We assume some regularity on the objective function f : Rd→ R, to minimize :
(H1) f is C2, coercive, bounded from below and L-smooth (∀a ∈ Rd, ‖∇2f (a)‖ ≤ L).
=⇒ the gradient norms along the GD orbit are bounded by a constant, `.

Let ΨGD
h denote the GD algorithm with learning-rate η = h. Using tools from numer-

ical analysis of ODEs (local error of Euler’s method [5]), we have

Proposition 1. Assume (H1). (yk)∞k=0 is a δ-pseudo-orbit of ΨGD
h with δ = `L

2 h
2.

To ensure contraction, we need
(H2) f is µ-strongly-convex: ‖∇2f (a)‖ ≥ µ, ∀a.

Theorem 2. Assume (H1), (H2). If 0 < h ≤ 1/L,
(yk)∞k=0 is ε-shadowed by any orbit (xk)∞k=0 of ΨGD

h
starting at x0 with ‖x0 − y0‖ ≤ ε, with ε = h`L

2µ .

This result can be extended to work with stochastic
gradients and to µ = 0 (i.e. weak convexity).

We can apply the same reasoning forward and backward in time, around a saddle.

Theorem 3. Let f be quadratic with Hessian H with no eigenvalues in the interval (−γ, µ).
Let our objective function, of the form g(x) = f (x) + φ(x) with φ a Lφ−smooth perturbation.
Assume (H1) (stated for g) holds up to iteration K. For any shadowing radius ε > 0, if

h ≤ min

{
ε
(
min

{γ
2 , µ
}
− 4Lφ

)
2`L

,
1

L

}
,

then (yk)∞k=0 is ε-shadowed by a orbit (xk)∞k=0 of ΨGD
h on g up to iteration K.

Interestingly, the backwards argument changes the pseudo-orbit starting position x0.

Orbit of GD is not a shadow: error blows up. Orbit of GD is a shadow: error is bounded.

.Results can be combined to capture the dynamics of
GD-ODE when directions of negative curvature are
encountered during the early stage of training, and
that is followed by a strongly-convex region.

. In the numerical analysis literature, this was made
precise in [3].

Shadowing Heavy-ball

Let ΨHB
α,h : R2d → R2d denote the HB algorithm with learning rate η = h2 and momentum

β = 1− hα. Using standard ODE numerical analysis for the Verlet method [4], we get

Proposition 2. Assume (H1), (yk)∞k=0 is a δ-pseudo-orbit of ΨHB
α,h, with δ = `(α + 1 + L)h2.

. Easy to realize that HB is not contracting. Indeed,
it is not a descent method. Previous pipeline
does not work.

. If f is quadratic, then we prove that ΨHB
α,h is still lin-

ear hyperbolic. Hence, by spectral theory, ∃ norm
under which we have shadowing =⇒ Thm. 3 un-
der a different geometry.

Experiments on ERM

Binary classification of digits 3 and 5 from MNIST using regularized (adding λ‖x‖2) sigmoid
loss (non-convex).

.We simulate GD-ODE using fourth-order Runge-Kutta[4] (high-accuracy integration) and
run GD with learning rate h = 1, which yields a steady decrease in the loss.

.We simulate HB-ODE and run HB under the same conditions, using α = 0.3.

We show 5 runs for the ODE and for the algorithm, with same (random) initialization. ODEs are simulated with 4th-order RK, step of
0.1. Shown are also the strictly decreasing (since we use full gradients) losses for each run of the algorithms.

We explore the effect of the shadowing radius
ε on the learning rate h and find a good match
with the prediction of Thm.3 . Indeed, the ex-
periment confirms tha ε = O(h), with no de-
pendency on the number of iterations.
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