
Current pruning methods remove channels 
permanently, decreasing the capabilities of networks.
Saliency of neurons is not static, but input-dependent.

When images from the ImageNet validation dataset are shown to a 
pre-trained ResNet-18, (a) and (b) show the outputs from certain 
channel neurons may vary drastically. (c) shows the distribution of 
maximum activations observed in the first 20 channels.

Why should we prune by static importance, if the 
importance is highly input-dependent?
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Motivation

Feature Boosting and Suppression
The auxiliary components (shaded in red) predict the 
importance of each output channel based on the input 
features.
Intuitively, we can imagine that the flow of information 
of each output channel can be amplified or restricted 
under the control of a “valve”. This allows salient 
information to flow freely while we stop all information 
from unimportant channels and skip their computation. 
Expensive convolution can be doubly accelerated by 
skipping the inactive channels from both the sparse 
input features and the predicted output channel 
saliencies.

A high level view of a convolutional layer with FBS.

A Small CIFAR-10 Classifier
NS is network slimming (Liu et al. 2017)

ResNet-18 on ImageNet

When compared across recent static pruning and dynamic execution 
methods, FBS demonstrates simultaneously the highest possible 
speed-up and the lowest error rates. 

VGG-16 on ImageNet

At a speed-up of 3.01×, FBS shows a minimal increase of 0.44% and 
0.04% in top-1 and top-5 errors respectively. At 5.23× speed-up, it only 
degrades the top-1 error by 1.08% and the top-5 by 0.59%.

Total Memory Accesses and Peak Memory Usage

Experiment Results

To the best of our knowledge, FBS offers the best 
speed-up vs. accuracy trade-off of any structural 
pruning method. FBS is easy to apply, why not try it?

https://github.com/deep-fry/mayo.

Conclusion
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