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Robustness to Adversarial Examples

Adversarial Examples are perturbed input x′ similar to regular input x, but where
network output f (x′) is radically different from f (x). Formally, x′ is adversarial iff:

1. x′ is an allowed perturba on of x

2. the label predicted by the neural network for x′, argmaxi(fi(x′)), does not match
the true label for x, λ(x)

Robustness and Adversarial Error

Robustness of a network f (·) at x is well-defined only with respect to a

bounded set of allowed perturba ons to x. We formalize this no on via G(·),
which maps each regular input x to a set of allowed perturbed inputs G(x).
A network is robust w.r.t. perturba ons in G(·) for some input x if the label

predicted by the network for all perturbed input in G(x) matches the true label:
∀x′ ∈ G(x) : argmaxi(fi(x′)) = λ(x)

The adversarial error of a network (w.r.t. G(·)) is the frac on of the test set for

which the network is not robust.

Evaluating Robustness: Three Approaches
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Heuris c a acks such as PGD [3] generate adversarial examples via a

gradient-based approach that finds x′ ∈ G(x) with high classifica on loss.

Incomplete verifiers [1, 2, 4] generate cer ficates of robustness via an upper

bound on the classifica on loss over all x′ ∈ G(x).
Complete verifiers reason over the exact set of achievable final-layer ac va ons

for all input in G(x), and will generate either a valid adversarial example or a
cer ficate of robustness for every input.

But: complete verifiers have previously only been applied to networks with <1000

units. Can we scale a complete verifier to larger networks?

MILP Solvers as Complete Verifiers for Evaluating Robustness

A network f (·) is robust at x w.r.t. G(·) iff the following expression is infeasible for
all x′; conversely, any x′ sa sfying the expression is a valid adversarial example.

x′ ∈ G(x) ∧
fλ(x)(x′) < max

µ∈[1,n]\{λ(x)}
fµ(x′)



As long as G(·) and f (·) are piecewise-linear, the feasibility problem can be ex-

pressed as a mixed-integer linear program (MILP). Tight formula ons of the non-

linear ReLU and maximum func ons are presented in Sec on 4.1 of the paper.

G(·): we consider neural networks designed to be robust to perturba ons with

ε-bounded l∞ norm; G(x) = {x′ | ∀i : −ε ≤ (x − x′)i ≤ ε}.
f (·): a wide range of components are piecewise-linear, including convolu on,

average-pooling/max-pooling and ReLU layers & skip connec ons in ResNets!

Reducing Runtime via Progressive Bounds Tightening

Tight formula ons for non-linear func ons rely on ght element-wise bounds

on func on input — but naïvely determining ghtest possible bounds is slow!

Observa on: for piecewise-linear non-lineari es, there are thresholds beyond

which further refining a bound will not improve the problem formula on.

Idea: carry out progressive bounds ghtening — determine coarse bounds using

fast procedures; refine bounds only if doing so could provide more informa on.

Ablation Testing: a Tight MILP Formulation is Critical

Table 1. Results of abla on tes ng on our verifier when determining the adversarial error of an

MNIST classifier w.r.t. perturba ons with l∞ norm-bound 0.1; each test removes one op miza on.

Op miza on Removed
Mean Time (s) Nodes Explored

Input Bds. Main Opt. Total Mean Med.

(Control) 3.4 0.1 3.5 1.9 0

Progressive ghtening 7.7 0.1 7.8 1.9 0

Use G(x) when ghtening bounds 1.5 56.5 58.0 649.6 65

Tight ReLU formula on 4465.1 133.0 4598.1 1279.1 105

Empirical Results: Consistently Better on Adversarial Error

We determine the adversarial error of classifiers trained by a range of robust train-

ing procedures on theMNIST and CIFAR-10 datasets. While performance depends

on the training method and architecture, we improve in every case on both 1) the

lower bound on the adversarial error, found by PGD, and 2) the previous state-of-

the-art (SOA) for the upper bound, generated by the methods cited.

Table 2. Adversarial error of classifiers w.r.t. perturba ons with l∞ norm-bound ε. LPd and Adv
correspond to networks trained via the method in [2] and via adversarial training respec vely.

Gaps between our bounds correspond to samples where the solver reached the me limit of

1200s. Full results for a wider range of values of ε, and for networks with different architectures
and trained via different approaches, can be found in the paper.

Dataset Network ε
Test

Error

Cer fied Bounds on Adv. Error
Mean Time,

Ours (s)Lower Bound Upper Bound

PGD Ours SOA Ours

MNIST LPd-cnn 0.1 1.19% 2.62% 2.73% 4.45%[2] 2.74% 46.3

Adv-mlp 0.1 4.02% 9.03% 9.74% 15.41%[1] 9.74% 3.7

LPd-cnn 0.3 11.16% 19.70% 24.12% 41.98%[2] 24.19% 98.8

CIFAR-10 LPd-res
8

255 72.93% 76.52% 77.29% 78.52%[2] 77.60% 15.2

Reproduce these results and verify your own networks at https://github.com/
vtjeng/MIPVerify.jl.
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