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Motivation
• We are interested in conditional density estimation.

• Must balance between modelling complexity in themarginals and complex-
ity in the input mappings.

• A Deep Gaussian processes (DGPs) augmented with latent variables can pro-
vide such a model.

Contributions
• We modify the model of [Damianou and Lawrence 2013], inducing latent vari-
ables via concatenation rather than additively.

• We develop variational inference, introducing an importance weighting
scheme for the latent variables

• We show how all the analytic results of the variational for the function ap-
proach can be exploited while exploiting a tighter bound for the latent vari-
ables.

• We provide an extensive comparison on 41 datasets.

Example Model

We compose latent variable (LV) layers (wn) and Gaussian processes (GP) layers
(f , g, etc.). For example the LV-GP-GP model:
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Priors are wn = N (0, 1) and f , g are independent GPs.
Likelihood is Gaussian p(yn|xn, f, g) = N (g(f([xn, wn])), σ

2).

Illustrative model samples

GP GP-GP LV-GP LV-GP-GP

Why not use a Conditional VAE?
That works too! But over-fitting can be a significant problem when xn is contin-
uous, and not easy to balance the complexity of the marginals (i.e., as a function
of wn) with the complexity of the mapping (i.e., as a function of xn).

Existing approaches for inference

A variational approach could use independent sparse GPs for q(f) and q(g), and
q(wn) = N (an, bn). The bound is

log p(y) ≥=
∑
n

(An − klwn
)− klf − klg ,

where klh = kl(q(h)||p(h)), and An is given by An = Ef,g,wn log p(yn|f, g, wn). The
expectation over f can be taken analytically, as the likelihood is Gaussian.

A possible approach

Use the same proposal distributions as in VI, but take a multi-sample bound
for the latent variables wn (NB not for the functions f and g). The bound is

log p(y) ≥
N∑

n=1

Bn − klf − klg

where the data-fit term Bn is given by
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Now the expectation cannot be taken over f analytically, which is a pity as we
didn’t gain any flexibility for f .

A better way

The key result we can compute analytically is

Ln(g, wn) = Ef log p(yn|f, g, wn) .

We’d like to exploit this results. It turns out that by choosing the forms carefully,
we can arrive at,

∑
n

Eg,wn
log

1

K

∑
k

eLn(g,w
(k)
n )p(w

(k)
n )

q(w
(k)
n )

− klf − klg .

• Important detail: need to sample each k samples over g jointly, not marginally
(K3 complexity). Crucially, this is still independent over the N terms, so does
not incur N3 complexity.

• It is straightforward to use minibatching and amortization of the an and bn
parameters.

• This bound is ’partially collapsed’, exploiting the analytic integral over f , and
is tighter than the naive approach.

Read the paper Try the code

Results 1D
The latent variables are essential for modelling non-Gaussian densities, and
deeper models are necessary for modelling hard edges and non-stationarity:
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Compared to Conditional VAE, the GP models do not overfit:
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Results UCI
Test log likelihoods. Italic indicates a significantly non-Gaussian posterior
(Shapiro–Wilk test). Colours indicate datasets demonstrating prominent exam-
ples of complex marginals, mappings, or both.

GP GP-GP GP-GP-GP LV-GP LV-GP-GP LV-GP-GP-GP
Dataset N D VI VI VI VI IWVI VI IWVI VI IWVI
forest 517 12 -1.38 -1.37 -1.37 -0.99 -1.00 -0.91 -1.02 -0.92 -0.91
solar 1066 10 -1.75 -1.21 -1.20 0.04 0.07 0.54 0.22 0.54 0.20
sml 4137 26 1.53 1.72 1.83 1.52 1.52 1.79 1.91 1.92 1.97
kin8nm 8192 8 -0.29 -0.01 -0.00 -0.29 -0.29 -0.02 -0.00 -0.00 0.03
power 9568 4 -0.65 -0.75 -0.80 -0.39 -0.23 -0.36 -0.28 -0.25 -0.11
pol 15000 26 0.48 1.51 1.45 0.37 -0.50 2.34 2.63 1.47 2.72
bike 17379 17 0.82 3.49 3.68 2.48 2.66 3.48 3.75 3.72 3.95
kin40k 40000 8 0.02 0.84 1.17 0.04 0.05 0.87 0.93 1.15 1.27
keggdirected 48827 20 0.16 0.21 0.26 1.24 2.03 1.84 2.23 1.92 2.26
slice 53500 385 0.86 1.80 1.86 0.85 0.90 1.80 1.88 1.86 2.02
keggundirected 63608 27 0.06 0.06 0.07 -75 -4.21 -64 2.37 -116 2.98
houseelectric 2049280 11 1.37 1.41 1.47 1.65 1.82 1.66 2.01 1.77 2.03

...see paper for 29 more rows...
Median difference from GP baseline 0 0.06 0.09 0.04 0.05 0.12 0.26 0.18 0.32
Average ranks 2.72 4.01 4.84 4.19 4.60 4.84 6.69 5.62 7.49

Conclusions:

1. Latent variables improve performance

2. Importance-weighting outperforms plain VI

3. Some datasets require latent variables for any improvement over the
single-layer model

4. Some datasets benefit from both depth and latent variables

5. On average, the LV-GP-GP-GP model is best performing

When to use this approach?

• Regression context, but with non-Gaussian marginals (density estimation)

• Whenever using a Deep GP (latent variables always help)


