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Goal-conditional policies
In a tradi�onal reinforcement learning se�ng, an agent interacts with an environment in a sequence of 
episodes, observing states and ac�ng according to a policy that ideally maximizes expected cumula�ve 
reward. 
 
If an agent is required to pursue different goals across episodes, its goal-condi�onal policy may be 
represented by a probability distribu�on over ac�ons for every combina�on of state and goal.
 
Learning such goal-condi�onal behavior has received significant a�en�on, since a goal-condi�onal 
policy may generalize desirable behavior to goals that were never encountered by the agent. In 
hierarchical reinforcement learning, goal-condi�onal policies may enable agents to plan using subgoals, 
which abstracts the details involved in lower-level decisions.

We introduce hindsight to policy gradient methods, generalizing this idea to a successful class of 
reinforcement learning algorithms. Prior to our work, hindsight has been limited to algorithms that rely on 
experience replay (Andrychowicz et al., 2017) or Bayesian op�miza�on (Karkus et al., 2016).
 
In contrast to previous work, our approach relies on importance sampling. This approach allows learning 
about different goals using informa�on obtained by the current policy for a specific goal.
 
In comparison to conven�onal goal-condi�onal policy gradient es�mators (GCPG), our proposed 
es�mators lead to remarkable sample efficiency on a diverse selec�on of sparse-reward environments.
 

Hindsight policy gradients

Technical overview
Let τ = s1, a1, ..., aT-1, sT denote a trajectory. We assume that the probability of a trajectory τ given a goal g 
and a policy parameterized by θ is given by

The expected return of a policy parameterized by θ is given by

When combined with Monte Carlo techniques, the following familiar result allows gradient-based 
op�miza�on.

Instead, suppose that the reward r(s, g) is known for every combina�on of state s and goal g, as in previous 
work on hindsight. For an arbitrary (original) goal g', this informa�on can be exploited by the following 
central result. 

We studied a par�cular es�mator based on the this result (HPG), which is inspired by weighted importance 
sampling. Importantly, the expecta�on over goals presented above can be restricted to ac�ve goals 
without viola�ng the equality. In many natural sparse-reward environments, ac�ve goals will correspond 
directly to states visited during episodes, which is crucial to the feasibility of our approach.
 
The proposed es�mators have remarkable proper�es that differen�ate them from previous (weighted) 
importance sampling es�mators for off-policy learning. Please consult our paper for more details.

In a typical sparse-reward environment, an agent receives a non-zero reward only upon reaching a goal 
state. Besides being natural, this task formula�on avoids the poten�ally difficult problem of reward 
shaping. Unfortunately, such environments are par�cularly challenging for tradi�onal algorithms. 
 
Consider an agent tasked with traveling between ci�es. In a sparse-reward formula�on, if reaching a desired 
des�na�on by chance is unlikely, a learning agent will rarely obtain reward signals. At the same �me, it seems 
natural to expect that an agent will learn how to reach the ci�es it visited regardless of its desired des�na�ons.
 
The capacity to exploit informa�on about the degree to which an arbitrary goal has been achieved 
while another goal was intended is called hindsight.
 
 

Hindsight

paulorauber.com/hpg

Paper, code, videos:

Experiments
We conducted a systema�c empirical comparison between GCPG and HPG in a diverse selec�on of 
sparse-reward environments. In every one of these environments, the agent receives the remaining 
number of �me steps plus one as a reward for reaching the goal state, which also ends the episode. In 
every other situa�on, the agent receives no reward.
 
HPG leads to remarkable compara�ve sample efficiency on these environments, especially in cases where 
direct reward signals are extremely difficult to obtain. The main drawback appears to be computa�onal 
cost, which is directly related to the number of ac�ve goals in a batch. This issue may be mi�gated by 
subsampling ac�ve goals.

20 40 60 80 100
evaluation step

2

4

6

8

10

av
er
ag
e
re
tu
rn

HPG
GCPG

(a) Four rooms

20 40 60 80 100
evaluation step

0

2

4

6

8

av
er
ag
e
re
tu
rn

HPG
GCPG

Bit flipping

20 40 60 80 100
evaluation step

0

2

4

6

8

10

av
er
ag
e
re
tu
rn

HPG
GCPG

(c) Ms. Pac-man*
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(b) FetchPush*
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* In tw
o environm

ents, H
PG

 w
as handicapped by harsh ac�ve goal subsam

pling.

Please consult our paper for addi�onal experiments: comparison to hindsight experience replay, abla�on 
studies, hyperparameter sensi�vity analysis, and likelihood ra�o analysis.

Future work: integra�ng hindsight policy gradients into systems that rely on goal-condi�onal policies; 
deriving addi�onal es�mators; implemen�ng and evalua�ng other hindsight (advantage) actor-cri�c 
methods; assessing whether hindsight policy gradients can successfully circumvent catastrophic forge�ng 
during curriculum learning of goal-condi�onal policies; approxima�ng the reward func�on to reduce 
required supervision; analysing the variance of the proposed es�mators; studying the impact of ac�ve goal 
subsampling; and evalua�ng every technique on con�nuous ac�on spaces.


