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Overview

Data manipulation in many forms:
• Augmentation: transforms the input while preserving the label
• Weighting: Assigns an importance weight to each data instance
• Synthesis: Generates entire artificial instances

Proper data manipulation is crucial for model performance, especially
in situations like:
• Low-data regime: very small datasets
• Low-quality data: e.g., imbalanced or noisy labels

Existing various algorithms are designed for spe-
cific form of manipulation, e.g.,

• Learning a composition of augmentation operators with reinforce-
ment learning
• Inducing data weights with meta learning or curriculum learning
These dedicated approaches have limited applicable scope.

Can we have a single algorithm that is applicable
to learning different forms of manipulation?
Key idea:
• Build on the equivalence between the data in supervised learning

and the reward function in reinforcement learning, as shown
in [3].

• Various forms of manipulation are reduced to different parameter-
ization of the data reward function.

• Use an off-the-shelf reward learning algorithm [4] to the super-
vised setting for learning manipulation parameters.

Notations: x – input; y – label; D = {(x∗, y∗)} – training set;
Dv – validation set; learn a model pθ(y|x) by maximizing the data
log-likelihood on D.

Method

Equivalence between Data and Reward
The work [3] shows maximum likelihood learning can be reformulated
as variational policy optimization with a special δ-reward function:

Rδ(x, y|D) =
{

1 if (x, y) ∈ D
−∞ otherwise.

I.e., a sample (x, y) receives a unit reward only when it matches a training

example in the dataset, and negative infinite in other cases.

Intuition: the δ-reward function is restrictive by assigning uniform
reward to only the exact training examples ⇒ Enable data manipu-
lation by relaxing the δ-reward!

Data Manipulation as Relaxed Reward
Let Rφ be the relaxed reward parameterized with φ.
Augmentation:

Raugφ (x, y|D) =
{

1 if x ∼ gφ(x|x∗, y), (x∗, y) ∈ D
−∞ otherwise.

I.e., a sample (x, y) receives a unit reward when y is the true label and x is an

augmented sample by an augmentation method gφ.

Weighting:

Rwφ (x, y|D) =
{

φi if (x, y) = (x∗i , y
∗
i ), (x∗i , y

∗
i ) ∈ D

−∞ otherwise,

I.e., a sample (x, y) receives the weight of the ith example as the reward

Learning Manipulation via Reward Learning
Based on the equivalence, we directly copy the learning procedure of
[4] originally designed for learning reward:
• Update Model Parameters θ:

θ′ = argmaxθ E(x,y)∼exp{Rφ(x,y|D)}
[
log pθ(y|x)

]
.

Note that θ′ = θ′(φ) is a function of φ. Plug in, e.g., Raugφ (x, y|D):
θ′ = argmaxθ Ex∼gφ(x|x∗,y), (x∗,y)∼D

[
log pθ(y|x)

]
.

• Update Manipulation Parameters φ:

φ′ = argmaxφ E(x,y)∼Dv
[
log pθ′(y|x)

]
,

I.e., maximize validation-set likelihood w.r.t φ by efficient gradient descent

(backpropagating through θ′).

Experiment Results
Low-data regime with data augmentation
• Each class contains only 40 training examples and 2-5 val examples
• Target model pθ is a BERT classifier with pretrained parameters
• Augment text data using a BERT-based augmentation model gφ
• See paper for results of data weighting & on image classification

Model SST-5 (40+2) IMDB (40+5) TREC (40+5)

Base model: BERT 33.32 ± 4.04 63.55 ± 5.35 88.25 ± 2.81
Base model + val-data 35.86 ± 3.03 63.65 ± 3.32 88.42 ± 4.90

Synonym 32.45 ± 4.59 62.68 ± 3.94 88.26 ± 2.76
Fixed augmentation 34.84 ± 2.76 63.65 ± 3.21 88.28 ± 4.50

Ours: Fine-tuned augmentation 37.03 ± 2.05 65.62 ± 3.32 89.15 ± 2.41

Imbalanced Labels with data weighting
• Binary classification on CIFAR10. First row shows the number of train-

ing examples in each of the two classes. (Similar on text)

Model 20 : 1000 50 : 1000 100 : 1000

Base model: ResNet-34 72.20 ± 4.70 81.65 ± 2.93 86.42 ± 3.15
Base model + val-data 64.66 ± 4.81 69.51 ± 2.90 79.38 ± 2.92

[Ren et al., ICML18] 74.35 ± 6.37 82.25 ± 2.08 86.54 ± 2.69
Ours 75.32 ± 6.36 83.11 ± 2.08 86.99 ± 3.47

Discussions: Solution Transfer b/w Learning Paradigms

A general methodology: Transferring solutions to problems in one
paradigm to problems in another based on their connections
• This work: reward learning in RL ⇒ learning data manipulation in SL
• [2]: Inverse RL⇒ learning struct. knowledge in Posterior Regularization
• [1]: Progresses in GANs ⇔ Progresses in VAEs
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