
Digital Attacks   
• Szegedy et al. (2013): Box-constrained L-BFGS method to find the perturbation. 
• Goodfellow et al. (2015): FGSM, L∞ norm perturbation to the direction in image 
space which yields the highest increase of the linearized cost. 
• Kurakin et al. (2016): An iterative multi-step version of FGSM.
• Madry et al. (2017): improve FGSM as an Lp projected gradient descent method.

Limitation: Excessive budget for attack; Not realistic to implement;

Physical Attack   
• Kurakin et al. (2016), Athalye et al. (2017) and Evtimov et al. (2018): Showed the 
existence of attacks in real world. 
• Lu et al. (2017a,b): Empirically claimed that such attacks were not easily realized 
under realistic transformations, nor could they fool State-of-art detectors.
• Brown et al. (2017): Adversarial patch that fools classifier to belive its a toaster. 
• Athalye et al. (2017): A 3D-printed turtle misclassified as rifle or jigsaw puzzle. 
Limitation: Digital attacks do not generalize; Requires tampering the object of in-
terest; Visually apparent;

• We develop an adversarial camera sticker (visually inconspicuous modification) 
• The camera sticker can be affixed to the lens of the camera itself
• The pattern of dots on the sticker causes images viewed by the camera to be 
misclassified. 
• These dots look like mostly-imperceptible blurry spots in the camera image, 
and are not obvious to someone viewing the image, as is examplified in Figure 1.

Challenge: Limited possible perturbation space, high-frequency perturbations 
not allowed

Adversarial attack

• Given a classifier f : X → Y, find some perturbation function π : X → X, such that 
for any input x ∈ X, π(x) = x + δ looks “indistinguishable” from x. ∥δ∥p≤ ε for some 
bound ε, yet is classified incorrectly by f even when x is classified correctly, i.e., 
f(x) ≠ f(π(x)). We refer to the space of all such allowable function as Π.
• Our goal is to find a perturbation π ∈ Π that maximizes the loss:

• For targeted attack:
• To consider universal perturbation, a single perturbation function π must be 
chosen to maximize expected error over multiple samples drawn from some dis-
tribution D:

Alapha Blending

Considering x to be an 2D image with x(i, j) denoting the pixel at the (i, j) location, 
we consider the perturbation function for a single dot in the image π0(x; θ),

π0(x; θ)(i, j) = (1 − α(i, j)) · x(i, j) + α(i, j) · γ
α(i,j)=αmax · exp(−d(i, j)β)

d(i, j) = [(i − i(c))2 + (j − j(c))2]/r2

Where the parameters: θ = {γ, (i(c), j(c)), r, αmax, β}� correspond to the following as-
pects of the dot:
• γ ∈ [0, 1]3 – RGB color
• (i(c), j(c)) ∈ R2 – center location (pixel coordinates)
• r ∈ R+ – effective radius
• αmax ∈ [0, 1] – maximum alpha blending value
• β ∈ R+ – exponential dropoff of alpha value
Our final perturbation model is formed by composing K of these
single-dot perturbations: π(x; θ) = π0(· ; θK) ◦ ... ◦ π0(· ; θ2) ◦ π0(x ; θ1)

We print a single small physical dot on transparent paper, and collect two images 
of the same visual scene, one with a clean view, referred to as x(0) and one with 
the dot placed in front of the camera, referred to as x(1); 
We then used the structural similarity (SSIM) to fit the parameters of our pertur-
bation model to reconstruct the observed perturbation as much as possible:

maxθ SSIM(π0(x
(0) ; θ), x(1))

• Initialize the position: informed guess based upon the known position of the dot in 
each such physically perturbed images.
• Initialize color space: fit a linear transformation between the RGB values on the dig-
ital version to be printed, and the actual RGB values observed by the camera,  

γR/G/B
(observed) = kR/G/B · γR/G/B

(printed) + bR/G/B

• After fitting, possible color choices γ ∈ Γ ≡ {γ(1), . . . , γ(10)}.
• The reset of paramenter can be fine tuned using block coordinate descent until 
the convergence of the loss function:

                     Is it possible to fool deep classifiers, over all perceived ob-
jects of a certain type, by physically manipulating the camera itself? 
• Yes! All we need is a carefully-crafted translucent camera sticker. 
• Our method updates both the attack perturbation (to make it adversarial 
for a given classifier), and the threat model itself (to ensure it is physically 
realizable). 
• We show that we can achieve physically-realizable attacks that fool Ima-
geNet classifiers in a targeted fashion 49.6% of the time. 
• This presents a new class of physically-realizable threat models to con-
sider for adversarially robust machine learning. 
• Our demo video can be viewed at: https://youtu.be/wUVmL33Fx54

Abstract

    Our threat model is the first of its kind to inject a perturbation on the optical 
path between the camera and the object, without tampering the object itself.

    Ours is the first instance we are aware of a “universal” physical perturbation. 
We created a single perturbation that will cause the classifier to misclassify over 
multiple angles and scales.

    Our method jointly optimizes the adversarial nature of the attack while fitting 
the threat model to the perturbations achievable by the camera. This is due to 
the challenge in finding the “allowable” set of perturbations that can be physi-
cally observed by the camera.
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• It is possible to adversarially fool deep image classifiers 
in the real world, not by modifying an object of interest 
itself, but by modifying the camera observing the objects.
 
• This suggests a new vector of attack against machine 
learning algorithms deployed in the real world. e.g. auton-
omous driving car; video surveillance;

Figure 2. Physically unrealizable attacks: a) original image; b) 8-dot attack (r= 40pix). White dot here cannot be 
printed in real world c) original “street sign” image; d) perturbation that’s too opaque to achieve in real world; e) 
“stree sign” was fooled into “projector”  

Figure 3. Resulting effects of a single red dotted stickers with different radius (the dot is applied to the bottom 
left corner of the camera view)

Figure 4. Sticker perturbation to fool “computer keyboard” class to “mouse” class, and “street sign” class to “guitar pick” class
 

Table 3. Fooling performance of the our method on two 1000 frame videos of a computer key-
board and a stop sign, viewed through a camera with an adversarial sticker placed on it targeted 
for these attacks. -->

Table 2. Number of Dots and Targeted Fooling Rate against Res-
Net-50 model on the ImageNet test set

Table 1. Performance of our 6-dot attacks on ImageNet test set

Experiment

Figure 1. Illustration of our approach: a) adversarial sticker af-
fixed to the camera lens; b) view from the camera with sticker 
(when misclass-fying keyboard to mouse); c) bitmap representa-
tion of sticker (r =40pix) d) printed sticker on transparency 
paper (r=0.025inch); e) microsope 
view; f) learned perturbation 
 


