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Introduction
.We combine the merits of Bayesian nonparametrics (stick-breaking priors) with local com-

petition among linear units.

.Nonparametric statistics facilitate inference of network components that can be safely omit-
ted from computation.

. Biologically plausible competition among linear units and inference of posteriors over their
synaptic weights.

.We leverage the uncertainty associated with their posterior variance to reduce the floating
point bit precision required for representing the network weights.

Proposed Method: SB-LWTA
Feedforward Model

. Consider J-dimensional input observations {xn}Nn=1 ∈ RJ .

. In a conventional hidden layer:

. nonlinear units are presented a linear combination of the input, using a weights matrix
W ∈ RJ×K and produce an output {yn}Nn=1 ∈ RK to the next layer.

.We replace nonlinear units with LWTA blocks:

. each block contains a set of competing linear units.

. the weights are now organized in a three dimensional matrixW ∈ RJ×K×U .

.We additionally introduce:

.Winner unit indicator variables [ξn]k ∈ one_hot(U).

. Component utility indicator variables Z ∈ {0, 1}J×K .

Priors

.We impose stick-breaking priors based on the Indian Buffet Process over the latent utility
indicator variables zj,k:

uk ∼ Beta(α, 1), πk =
k∏
i=1

ui, zj,k ∼ Bernoulli(πk), ∀j

.A spherical prior over the weight matrices:

wj,k,u ∼ N (0, 1)

.A symmetric Discrete prior over the winning unit indicators:

[ξn]k ∼ Discrete(1/U)

Posteriors

. For the stick variables uk of the IBP:

q(uk) = Beta(uk|ak, bk)

. For the component utility indicator variables:

q(zj,k) = Bernoulli(zj,k|π̃j,k)

. For the weight matrices:

q(W ) =
∏
j,k,u

N (wj,k,u|µj,k,u, σ2j,k,u)

. For the winning unit indicator variables:

q([ξn]k) = Discrete

[ξn]k

∣∣∣softmax(

J∑
j=1

[wj,k,u]
U
u=1 · zj,k · [xn]j


Layer Output

[yn]ku = [ξn]ku

J∑
j=1

(wj,k,u · zj,k) · [xn]j

Convolutional Variant

. For accommodating convolutional operations on an input tensorXn ∈ RH×L×C .

.We introduce a set of kernels with weightsW k ∈ Rh×l×C×U , where h is the height of the window, l its
length, C the number of channels and U the number of competing feature maps, and k ∈ {1, . . . , K}.
. Competition is now performed among feature maps contrary to grouping of linear units.

. The component utility indicators are now defined over whole kernels:

.Allows for their full removal, thus reducing the number of executed convolutions.

Priors

uk ∼ Beta(α, 1), πk =
∏k
i=1 ui, zk ∼ Bernoulli(πk)

wh,l,c,k,u ∼ N (0, 1)

[ξn]k ∼ Discrete(1/U)

Posteriors

q(uk) = Beta(uk|ak, bk)

q(zk) = Bernoulli(zk|π̃k)

q(W ) =
∏
h,l,c,k,uN (wh,l,c,k,u|µh,l,c,k,u, σ2h,l,c,k,u)

q([ξn]k) = Discrete

[ξn]k

∣∣∣softmax(
∑
h′,l′

[zkW k ?Xn]h′,l′,u)



Layer Output
[Y n]k = [ξn]k ·

(
(W k · zk) ?Xn

)
∈ RH×L×U

Training
.We resort to ELBO maximization, utilizing Stochastic Gradient Variational Bayes (SGVB).

. The Beta distribution of the stick variables is not amenable to the reparameterization trick.

. Thus, we approximate the Beta posteriors q(uk) = Beta(uk|ak, bk) via the Kumaraswamy distribution,

. Samples from this distribution can be reparameterized as follows:

uk =

(
1− (1−X)

1
bk

) 1
ak
, X ∼ U(0, 1)

. Backpropagation through discrete samples is infeasible for our Discrete latent variables.

. Thus, we use the Gumbel-Softmax Relaxation trick,

Xk =
exp((log ηk +Gk)/λ)∑K
i=1 exp((log ηi +Gi)/λ)

Gk = − log(− logUk), Uk ∼ Uniform(0, 1)

.A standard reparameterization trick for the Gaussians:

w = µ + σε, ε ∼ N (0, 1)

.We introduce the mean-field assumption across layers, as well as among the latent variable ξ and Z
pertaining to the same layer.

Inference
Weight Omission

.We exploit the component utility indicators Z.

.We introduce a threshold τ , such that any component with inferred posterior q(z) below τ is omitted
from computation, i.e., when π̃j,k < τ .

Weight Compression:

.We use the means of the weights posterior to assess which bits are significant, and remove the ones that
fluctuate under posterior uncertainty.

Experimental Results
LeNet-300-100

Evaluation on MNIST

ACTIVATION ERROR(%) BIT PRECISION (ERROR %)
RELU 1.60 2/4/10 (1.62)
MAXOUT/2 UNITS 1.38 1/3/12 (1.57)
MAXOUT/4 UNITS 1.67 2/5/12 (1.75)
SB-LWTA/2 UNITS 1.31 1/3/11 (1.47)
SB-LWTA/4 UNITS 1.34 1/2/8 (1.5)

. Comparison employing the component utility mechanism.

Architecture Method Error (%) # Weights Bit precision

LeNet
300-100

Original 1.6 235K/30K/1K 23/23/23
StructuredBP 1.7 23, 664/6, 120/450 23/23/23
Sparse-VD 1.92 58, 368/8, 208/720 8/11/14
BC-GHS 1.8 26, 746/1, 204/140 13/11/10
SB-ReLU 1.75 13.698/6.510/730 3/4/11

SB-LWTA (2 units) 1.7 12,522/6,114/534 2/3/11
SB-LWTA (4 units) 1.75 23, 328/9, 348/618 2/3/12

LeNet-5-Caffe and ConvNet

Evaluation on MNIST and CIFAR-10

Architecture Method Error (%) # Feature Maps (Conv. Layers) Bit precision (All Layers)

LeNet-5-Caffe

Original 0.9 25/50 23/23/23/23
StructuredBP 0.86 3/18 23/23/23/23

VIBNet 1.0 7/25 23/23/23/23
Sparse-VD 1.0 14/19 13/10/8/12
BC-GHS 1.0 5/10 10/10/14/13
SB-ReLU 0.9 10/16 8/3/3/11

SB-LWTA-2 0.9 6/6 6/3/3/13
SB-LWTA-4 0.8 8/12 11/4/1/11

ConvNet

Original 17.0 64/64 23 in all layers
BC-GNJ 18.6 54/49 13/8/4/5/12

BC-GHS 17.9 42/52 12/8/5/6/10

SB-LWTA-2 17.5 40/42 11/7/5/4/10

Further Insights

We scrutinize the competition patterns established within LWTA blocks using the second layer
of the LeNet-300-100 network trained on the MNIST dataset.

Winner selection probabilities distribution

.We examine the distribution of the winner selection probabilities and how they vary over the
MNIST classes.

.We observe that the distribution is different for each digit.

Winner Selection Overlap

. Further, we examine what the overlap of winner selection is among the digits.

.We compute the most often winning unit of the LWTA blocks for each digit, and derive the
fraction of overlapping units for each pair.

.Winner overlap is very low, typically below 50%.


