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Goal
The goal is to solve

max
π∈

JπR , s.t. JπC ≤ α ,

where C(st) = F(c(st, at), ..., c(sN, aN)) is some function
over the cost.

Example Constraints
1. Discounted:

∑︀
t γ

tct ≤ α

2.Mean: N−1
∑︀N−1

t=0 ct ≤ α

3. Probability: P(ct∀t) ≤ α

Main Challenges
• Constrained optimization can be a highly non-convex
problem.
• Current solutions may only cope with discounted sum
constraints and strict constraints (α = 0).

Algorithm Overview
1.We suggest a general template for actor-critic algorithms.
2.We define a new penalized reward function

r̂(s, a) = r(s, a) − λc(s, a) .

3.On the fast timescale, the actor is trained to maximize the
penalized reward.

4. The Lagrange coefficient λ is updated on the slow
timescale, using Monte-Carlo estimation, based on the
original constraint.

Contact Information
• Email: chen.tessler@campus.technion.ac.il

MuJoCo
Continuous robotic control with mean torque constraints.

The task is to maximize the reward while keeping the average torque below the
given threshold.

Comparison to Previous Approaches

Handles discounted
sum constraints

Handles mean
value constraints

Requires
no prior

knowledge

Reward
agnostic

RCPO 3 3 3 3

Dalal et. al. 7 7 7 3

CPO 3 7 3 3

Reward shaping 3 3 3 7

PPO 7 7 7 7

Mars Rover
Stochastic shortest path problem with obstacle aversion
constraints.

α = 0.01 α = 0.5

As α decreases, the agent is required to learn a safer policy.

Summary
1.We show that RCPO converges, under reasonable
assumptions, to a constraint satisfying solution.

2.We validate our approach both on (i) a discrete action
obstacle avoidance problem and (ii) a high dimensional
continuous control problem.

3. Empirical results show that RCPO converges to a feasible
solution in both probabilistic and average constraint
problems.
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