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A Puzzling Observation

For some logit Ψi(x), the saliency map ∇Ψi(x)
shows the sensitivity of the output with respect to
the input. Usually, these look very uninformative.
If on the other hand, the neural network is trained
to be more robust to adversarial attacks,
this has the unexpected benefit of yielding seemingly
more interpretable saliency maps [1].

Explaining the Observations

For a classifier F : X → C (with C finite), we define
the adversarial robustness via

ρ(x) = inf
e∈X
{‖e‖2 : F (x + e) 6= F (x)}

as the distance to the closest decision
boundary.
•Adversarial attacks are tiny perturbations that
’fool’ the classifier

•A higher robustness to these attacks ⇒ greater
distance to the decision boundary

•A larger distance to the decision boundary
results in a lower angle between x and ∇Ψ(x)

•We perceive this as a higher visual
alignment between image and saliency map
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A Simple Toy Example

This relationship is exact for binary, linear
models F (x) = sgn(Ψ(x)) with Ψ(x) = 〈x, z〉:

ρ(x) = |〈x,∇Ψ(x)〉|
‖∇Ψ(x)‖2

= ‖x‖2 · | cos(δ)|

. . . but already wrong for affine models.
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Quantifying the Alignment

For an n-class classifier defined a.e. by
F (x) = arg max

i
Ψi(x) =: i∗,

we call ∇Ψi∗ the saliency map of F . We further
call

α(x) := |〈x,∇Ψi∗(x)〉|
‖∇Ψi∗(x)‖2

,

the alignment with respect to Ψ in x.

In general, how does α(x) grow with ρ(x)?

Linearized Robustness
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Linearized robustness vs. Carlini-Wagner attack distance

For models like neural networks, no closed expres-
sion for the adversarial robustness ρ(x) exists. By
linearizing we obtain an approximation

ρ̃(x) := min
j 6=i∗

Ψi∗(x)− Ψj(x)
‖∇Ψi∗(x)−∇Ψj(x)‖2

,

the linearized robustness in x.

On average, it is a faithful approximation for algo-
rithmically calculated robustnesses.

Binarized Alignment

We fix x. For predicted class i∗ and nearest class j∗
according to linearization, we call

α†(x) = |〈x,∇Ψi∗(x)−∇Ψj∗(x)〉|
‖∇Ψi∗(x)−∇Ψj∗(x)‖2

,

the binarized alignment in x. It is the alignment
of a binary classifier F †x with logit Ψ†x := Ψi∗ − Ψj∗.

If Ψ is positively 1-homogeneous, i.e. Ψ(ax) =
aΨ(x) for a > 0, then Euler’s homogeneous function
theorem yields

Ψi∗(x)− Ψj∗(x) = 〈x,∇Ψi∗(x)−∇Ψj∗(x)〉,
such that

ρ̃(x) = α†(x).

This is the case for (leaky) ReLU networks with-
out biases.

Bounds for Neural Networks

For e.g. (leaky) ReLU networks, we present a ho-
mogeneous decomposition theorem

Ψi(x) = 〈x,∇xΨi(x)〉 + 〈b,∇bΨi(x)〉,
which yields the following bound.

Robustness-Alignment-Bound

We write g := ∇Ψi∗(x), g† := ∇Ψ†x(x) and β† for
the non-homogeneous portion of Ψ†x. Denote by
v̄ the ‖ · ‖-normed v 6= 0. Then

ρ̃(x) ≤ α(x) + ‖x‖2 · ‖g† − g‖2 + |β
†|

‖g†‖2
.

Experiments
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Linearized Robustness

Robustness vs. alignment for different attacks

•Models robustified via double backpropagation
[2].

• High correlation between robustness and
alignment.

•Superlinear growth for ImageNet, saturating
growth for MNIST.

•This is because the more robust ImageNet
models also become more homogeneous, but
the more robust MNIST models become less
homogeneous.
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