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Overview
Stochastic Gradient Descent (SGD) based training of neural

networks with a large learning rate or a small batch-size typi-

cally ends in well-generalizing, flat regions of the weight space.

However, the curvature along the SGD trajectory is poorly un-

derstood.

We study how the curvature of the loss surface

evolves during training, especially in the begin-

ning, and how it is related to the length of SGD

step.
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Left: Schematic illustration of the evolution of the loss sur-

face along one of the top eigenvectors during training. Cur-

vature along this direction initially grows, and then stabilizes

or decays. Right two: Evolution of the top 30 (decreas-

ing, red to blue) eigenvalues of the Hessian for a simple CNN

model during training (with η = 0.005).

Experiments setup

•We perform experiments mainly on Resnet-32 and a simple convolutional
neural network (SimpleCNN) – a 4 layer CNN, and the CIFAR-10 dataset.

•We investigate the Hessian of the training loss using the Lanczos algorithm.

•We use vanilla SGD without momentum.

•Additional results using momentum, different models, and datasets are
provided in the paper.

Key findings

On the whole, we find that the curvature along the optimization trajectory depends on
the SGD hyperparameters. Importantly, SGD dynamics are heavily influenced by
the sharpest directions. These are our key findings:
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1a. Evolution of the top eigenval-
ues of the Hessian follows a pre-
dictable pattern, with a sharp in-
crease and a steady decrease after-
wards. Figure shows the evolution of
the 10 largest eigenvalues of the Hessian
for SimpleCNN.
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1b. A larger learning rate (or a
smaller batch-size) correlates with
a smaller and earlier peak of the
spectral norm and the subsequent
largest eigenvalue. Figure shows the
evolution of the two largest eigenvalues of
the Hessian for SimpleCNN on a log-scale
for different learning rates.
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2a. In the beginning of training
the loss starts to have a bowl-like
shape. The plot shows the loss surface
along the top eigenvector. At iteration t

we plot the loss L(~θ(t) +k∆~θ1(t)), around

the current parameters ~θ(t), where ∆~θ1(t)
is the expected norm of the SGD step along
the top eigenvector. SimpleCNN is trained
with η = 0.005, S = 128 .
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2b. The SGD step-size in the
direction of the sharpest direction
does not minimize the loss. How-
ever, halving the step size can fur-
ther minimize the loss in this di-
rection. The plot shows the average
change in loss for α = 0.5, 1, 2 correspond-
ing to red, green, and blue, respectively.

Optimizing faster while finding a good

sharp region

•Our results suggest a straightforward way to steer SGD towards a sharp
or wide minima. We investigate SGD variant, Nudged SGD, using a
different rescaled learning rate (η′ = γη) along the top K
sharpest directions.

•We find that reducing movement in the sharpest direction leads to
faster learning and finding sharper regions of the loss sur-
face.
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NSGD trains faster and steers towards an order of magnitude sharper
region. Experiments on the SimpleCNN model. Left: Validation ac-
curacy. Right: Spectral norm (solid) and Frobenius norm (dashed),
plotted on a log scale.

Conclusions & Discussion
•Our main contribution is exposing the relation between SGD dynamics

and the sharpest directions, and investigating its importance for train-
ing.

•We find that SGD steers from the beginning towards increasingly sharp
regions of the loss surface, up to a level dependent on the learning rate
and the batch-size.

•We also show that SGD step is large compared to the curvature along
the sharpest directions, and highly aligned with them.

•Given the promising results on NSGD, future work could focus on de-
veloping a novel optimizer that leverages the predictable nature of the
loss surface curvature.
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