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We present WaveGAN, the first application of 
generative adversarial networks (GANs) [1] to 
synthesizing raw, time-domain audio waveforms 
in an unsupervised setting.

Audio and images differ intrinsically. Periodicity is 
more common in natural audio than images.

(Top) Layer of 2-D DCGAN [2] generator. (Bottom) Layer of 1-D WaveGAN.

Code: github.com/chrisdonahue/wavegan
Sound: chrisdonahue.com/wavegan_examples

Demo: chrisdonahue.com/wavegan

WaveGAN uses longer convolutional filters and 
larger upsampling factors than DCGAN [2] to help 
model periodicity and long-term structure in audio.

(Left) First eight principal components of images. (Right) Those of speech.
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Can we learn to synthesize speech without labels?
We propose SC09, an “MNIST for audio” task for 
benchmarking unsupervised speech generation 
systems. Unlike in text-to-speech, the goal here is 
to learn to generate full words without transcripts.
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Adversarial audio synthesis shows promise in both 
the time and frequency domains. Follow-up work 
has further explored spectrogram generation:
● Jesse Engel, Kumar Krishna Agrawal, Shuo Chen, Ishaan Gulrajani, Chris Donahue, Adam Roberts, 

GANSynth: Adversarial neural audio synthesis. In ICLR, 2019.
● Andrés Marafioti, Nicki Holighaus, Nathanaël Perraudin, Piotr Majdak. Adversarial generation of 

time-frequency features with application in audio synthesis. In ICML, 2019.
● Paarth Neekhara, Chris Donahue, Miller Puckette, Shlomo Dubnov, Julian McAuley. Expediting TTS 

synthesis with adversarial vocoding. arXiv:1904.07944, 2019.

Quantitative and qualitative assessments of WaveGAN and SpecGAN 
Inception score measures how well the generated digits fool a spoken digit 
classifier. Human acc measures the proportion of human labels which agree 
with classifier labels (random chance 10%).

Mean opinion scores for speech quality, labeling ease, and speaker diversity.

We experiment on diverse categories of audio including speech, music, and bird vocalizations. We 
compare WaveGAN to SpecGAN, which bootstraps image-generating GANs for spectrogram synthesis.

Learned post processing-filters and phase shuffle 
help to improve generated audio quality.

(Left) Post-processing filters learn to filter out upsampling noise.
(Right) Phase shuffle jitters activations to promote phase invariance.

Speech audio has structure at many timescales. 
For small-vocabulary datasets, WaveGAN can 
learn structure at all levels up to individual words.
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https://chrisdonahue.github.io/wavegan/

