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Introduction
● The relationship between margin and generalization for shallow 

classifiers such as SVM have been extensively studied
● Generalization behavior of deep neural networks is still not well 

understood and under active research

ExperimentsApproximate Margin DistributionOverview

Summary: 
● We define a practical approximation of margin 

distribution for deep neural networks
● We show that the statistics of the distributions can 

accurately predict the generalization gap in deep models 
(stronger correlation than all existing measures)

● Code and data available at: 
https://github.com/google-research/google-research/tree/
master/demogen

● Our goal: Extend the definition of margin to the hidden 
representation and investigate its relationship to the 
generalization behavior of deep models

Preliminaries

Feature Extractor Classifier

Hidden representation

: The class score of the i’th class 

● The smallest distance  from a datum’s  representation 
x to the decision boundary of i and j

First Order Approximation of Signed Distance

● Left: Kernel density estimation of the empirical margin 
distribution of a standard model  over the training dataset at 4 
layers that are equally spaced out (Accuracy: 70.6%)

● Right: Distribution featurized through order statistics

Necessity of Normalization
● Naive definition of margin can be arbitrarily boosted 

without changing the underlying representation 
because ReLU neural networks are positively 
homogeneous

● We normalize the distance by the variance of the data 
averaged across all coordinates to make the 
estimation scale-invariant
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Simple Linear Regression for Generalization
● We use a simple log-linear model to predict the 

generalization gap; g is the generalization gap and 
theta is the statistics of the distribution

Models and Data Used
● 9-Layer Network-in-Network and Resnet-32
● Cifar-10 and Cifar 100
● Over 700 configurations with varied hyperparameters::
○ Width, weight regularization, batch/group normalization, 

initial learning rate, dropout, data augmentation

Evaluation Metric
● Adjusted R^2, k-fold validation and MSE
● Between 0 and 1; 1 means the data is perfectly linear

● Left: Predicted generalization gap v.s. Actual generalization gap on 
ResNet32 trained on CIFAR100 (Adjusted R^2 = 0.97)

● Right: Predicted generalization gap v.s. Actual generalization gap on 
NIN trained on CIFAR10 (Adjusted R^2 = 0.94)
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● Left: Kernel density estimation of the empirical margin distribution of a 
data augmented model over the training dataset at 4 layers that are 
equally spaced out (Accuracy: 85.1%)

● Right: Kernel density estimation of the empirical margin distribution of a 
model trained with corrupted labels over the training dataset at 4 layers 
that are equally spaced out (Accuracy: 55.2%)
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