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Semi-Private Learning

• A private sample 𝑆"#$% with personal/sensitive information;

𝑆"#$% = 𝑛"#$%.

• A public sample 𝑆"() that poses no privacy risks; 

𝑆"() = 𝑛"().

• Goals:

- Privacy: 𝒜 satisfies 𝜖, 𝛿 -differentially privacy (DP) but 

only w.r.t. 𝑆"#$% :

- Accuracy: 𝒜 agnostically PAC-learns ℋ; i.e., for any 𝛼 > 0, 

there are 𝑛"#$% and 𝑛"() s.t. (w.h.p.)  ℎ = 𝒜 𝑆"#$%, 𝑆"()

satisfies:   

err ℎ; 𝒟 ≤ min
;<∈ℋ

err ℎ>; 𝒟 + 𝛼

Problem statement

• Harness little bit of public data to improve accuracy of DP learning

Ø Public data is not hard to collect, e.g., data of “opt-in” users

• Circumvent several negative results in DP learning

Ø Simple classes, e.g., Thresholds over ℝ, are not learnable under DP.

• Investigate DP learning when only partial information is known 

about the distribution of the domain points (feature-vectors) 𝒟𝒳

Ø Public data are unlabeled examples from 𝒟𝒳, but 𝒟𝒳 itself is 

unknown.

Why semi-private learning?
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Question: 

What is the least 𝑛"() that suffices to semi-privately 

learn any class ℋ that is learnable without privacy?

When 𝛿 = 0, 𝒜 is called a pure semi-private learner; otherwise,

𝒜 is called approximate semi-private learner. 

For any 𝑆"() , and any pair 𝑆"#$%, 𝑆"#$%> of neighboring datasets,  

any set  𝒪 ⊆ 0, 1 𝒳, 

ℙ𝒜 𝒜 𝑆"#$% , 𝑆"() ∈ 𝒪 ≤ 𝑒L ⋅ ℙ𝒜 𝒜 𝑆"#$%> , 𝑆"() ∈ 𝒪 + 𝛿

Results

1- Upper bound:

Ø Any class ℋ can be learned up to excess error 𝛼 by 

a pure semi-private algorithm with

𝑛"#$% ≈ VC ℋ /𝛼R and  𝑛"() ≈ VC ℋ /𝛼

where VC ℋ is the VC-dimension of ℋ. 

This implies a quadratic saving over the standard baseline.

Ø Moreover, 𝑆"() can be unlabeled. 

2- Lower bound: 

Let ℋ be any class that is not learnable privately (without public 

data). Then, any semi-private learner for ℋ must have

𝑛"() = Ω 1/𝛼 , where 𝛼 is the excess error. 

Ø This holds even when 𝑆"() is labeled. 

Ø An example for such a class is thresholds over ℝ, which is 

not learnable privately, but easily learnable without privacy  

using ≈ 1/𝛼R examples. 

Ø This shows that the upper and lower bounds nearly match.

3- Dichotomy for semi-private learning (corollary):

Every class ℋ satisfies exactly one of the following: 

a) ℋ is learnable by a DP algorithm, and therefore can be 

semi-privately learned without any public examples. 

b) Any semi-private learner for ℋ must have 

𝑛"() = Ω 1/𝛼 , where 𝛼 is the excess error. 

Upper bound

Our proof relies on the useful notion of coverings. 

Our algorithm is essentially the same as one due to [BNS13], but our 

proof is different: a direct proof based on the notion of 𝜶-cover. 

𝜶-cover of a class 𝓗:  A family of hypotheses Vℋ is an 𝛼-cover 

of a hypothesis class ℋ ⊆ 0,1 𝒳 w.r.t. distribution 𝒟𝒳
over 𝒳 if for any ℎ ∈ ℋ, there is Wℎ ∈ Vℋ s.t.

𝔼Y∼𝒟𝒳 𝟏 Wℎ 𝑥 ≠ ℎ 𝑥 ≤ 𝛼.

From the learning perspective, an 𝛼-cover is a good approximation 

of the given hypothesis class. 

A finite subclass _𝓗:

• Let Πℋ 𝑆"() be the set of all dichotomies generated by ℋ on 𝑆"(). 

• Construct a subclass Vℋ as follows: 

for each 𝒚 ∈ Πℋ 𝑆"() , pick one arbitrary ℎ ∈ ℋ that yields the  

labeling vector 𝒚 when evaluated on 𝑆"() and add such ℎ to Vℋ. 

Note that, by Sauer’s Lemma, we have 

Vℋ = Πℋ(𝑆"()) ≈ 𝑛"()/VC ℋ
de ℋ

Key Lemma: If 𝑛"() ≈ VC ℋ /𝛼 , then, w.h.p. (over 𝑆"() ∼ 𝒟𝒳
fghi),   

Vℋ is an α-cover for ℋ. 

The proof is based on a uniform-convergence argument applied to 

the class of symmetric differences ℋk = Δ ℎm, ℎR : ℎm, ℎR ∈ ℋ ,

where Δ ℎm, ℎR 𝑥 = 𝟏 ℎm 𝑥 ≠ ℎR 𝑥 ∀ 𝑥 ∈ 𝒳

Proof idea: 

Ø Known fact [KLN+08]: Any finite class Vℋ can be learned up to 

excess error 𝛼 via a pure DP algorithm (with no public data) 

using a private sample of size ≈ log Vℋ /𝛼R.

Ø Use the unlabeled public dataset 𝑆"() to construct a finite

𝛼-cover for ℋ.

We show that such α-cover (i) requires only 𝑛"() ≈ VC ℋ /𝛼

to construct, and  (ii) has size ≈ 1/𝛼 de ℋ , which given the 

above fact, implies that 𝑛"#$% ≈ VC ℋ /𝛼R. 

Lower bound

Public-Data-Reduction Lemma (simplified version): 

Suppose there is an 𝜖, 𝛿 -semi-private algorithm that learns a class   

ℋ up to excess error 𝛼 using ≤ 𝑛"() =
m

mrr s
public examples. Then, 

there is an 𝜖, 𝛿 -DP algorithm that learns ℋ with excess error  ≤ 0.05

without any public examples.

Hence, given this reduction, we conclude:

Theorem:  Let ℋ be any class that is not learnable privately  

(without public data), e.g. thresholds over ℝ. 

Then, any semi-private learner for ℋ must have access to a  

public sample of size 

𝑛"() = Ω 1/𝛼 .
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• 𝒟r provides the semi-private learner with ``dummy’’ 

public examples. 

• The reduction shows how to reduce the number of public 

examples at the expense of a proportional increase in the 

excess error.


