
We show that, similar to animals, DNNs exhibit 
critical learning periods: temporary changes in 
the data distribution during the initial epochs of 
training can cause drastic and permanent 
damage to the network, preventing further 
training and performance fine-tuning.


Unlike in animals, this phenomenon emerges 
solely from the dynamics of the learning process, 
and from the way information is processed.


In fact, by analyzing the Fisher Information of the 
weights we reveal two learning phases:


1. The network shapes its effective connectivity 
based on information it collects about the task. 
Small perturbations in this phase lead to 
permanent impairments.


2. Then, the network consolidates its connectivity. 
Further changes in the data distribution at this 
point do not permanently affect the network.


This can be interpreted as the network’s 
irreversible crossing of sharp bottlenecks in the 
loss landscape during the initial training phase.


This early bottleneck crossing event, rather than 
the well-studied final convergence phase, may 
play an important role for complexity selection 
and generalization.
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We train the network with blurred images during the first N epochs: If the deficit is not removed early 
enough, the network never learns to process high-resolution images correctly, and has a permanently 
impaired performance, as do kittens with early visual deficits (e.g., cataracts, dark rearing).

Critical periods are observed for different deficits, 
optimization algorithms (SGD, Adam) and hyper-
parameters. However, they depend strongly on 
the depth of the network.

CRITICAL LEARNING PERIODS IN DNNS

FLAT MINIMA AS EPIPHENOMENA

HIGH-/LOW-LEVEL DEFICITS

TWO PHASES OF LEARNING CORRESPOND TO CRITICAL PERIODS

INTRODUCTION DEPENDENCY ON OPTIMIZER, DEPTH

CONCLUSION

DNNs exhibit critical learning periods, similar to 
the neurobiological ones, during which defects in 
the data distribution permanently can impair the 
network performance and modify its connectivity.


This can be traced back to the acquisition 
process of information during training, the 
geometry of the loss landscape, and thus points 
to the importance and non-trivial behavior of the 
rarely studied initial convergence phase.


Study of the initial non-equilibrium dynamics of 
SGD is necessary to understand the quality of 
the final solution and improve generalization and 
fine-tuning.

IRREVERSIBLE CHANGES IN EFFECTIVE CONNECTIVITY

Impaired networks converge to sharper minima, 
but the final plateau is actually decided by what 
happens during the critical period, much before 
convergence. 


Thus, are flat minima the cause of generalization, 
or is generalization the effect of the initial 
optimization transient, and flat minima are simply 
correlated?

Surprisingly, rather than increasing monotonically, information in DNNs has two different phases, one in 
which connections are created/information is memorized, and one during which information is forgotten.

Applying a blurring during the early training prevents the creation of connection in the first layers. Once 
the deficit is removed, the network is not able to create new connections in those layers. We call this 
loss of the network’s ability to reshape its connectivity a loss of Information Plasticity.

High-level deficits 
do not exhibit a 
critical period

Low-level deficits 
exhibit a strong 
critical period
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Figure 1: DNNs exhibit critical periods. (A) Final accuracy achieved by a CNN trained with a
cataract-like deficit as a function of the training epoch N at which deficit is removed (solid line).
Performance is permanently impaired if the deficit is not corrected early enough, regardless of how
much additional training is performed. As in animal models, critical periods coincide with the early
learning phase during which test accuracy would rapidly increase in the absence of deficits (dashed).
(B) For comparison, we report acuity for kittens monocularly deprived since birth and tested at the
time of eye-opening (solid), and normal development visual acuity in kittens as a function of age
(dashed) (Giffin & Mitchell, 1978; Mitchell, 1988).

artificial neural networks (ANNs) are only loosely inspired by biological systems (Hassabis et al.,
2017).

Most studies to date have focused either on the behavior of networks at convergence (Representation
Learning) or on the asymptotic properties of the numerical scheme used to get there (Optimization).
The role of the initial transient, especially its effect in biasing the network towards “good” regions
of the complex and high-dimensional optimization problem, is rarely addressed. To study this initial
learning phase of ANNs, we replicate experiments performed in animal models and find that the
responses to early deficits are remarkably similar, despite the large underlying differences between
the two systems. In particular, we show that the quality of the solution depends only minimally on
the final, relatively well-understood, phase of the training process or on its very first epochs; instead,
it depends critically on the period prior to initial convergence.

In animals, sensory deficits introduced during critical periods induce changes in the architecture
of the corresponding areas (Daw, 2014; Wiesel & Hubel, 1963a; Hendrickson et al., 1987). To
determine whether a similar phenomenon exists in ANNs, we compute the Fisher Information of
the weights of the network as a proxy to measure its “effective connectivity”, that is, the density of
connections that are effectively used by the network in order to solve the task. Like others before us
(Shwartz-Ziv & Tishby, 2017), we observe two distinct phases during the training, first a “learning
phase” in which the Fisher Information of the weights increases as the network learns from the data,
followed by a “consolidation” or “compression” phase in which the Fisher Information decreases
and stabilizes. Sensitivity to critical-period-inducing deficits is maximal exactly when the Fisher
Information peaks.

A layer-wise analysis of the network’s effective connectivity shows that, in the tasks and deficits
we consider, the hierarchy of low-level and high-level features in the training data is a key aspect
behind the observed phenomena. In particular, our experiments suggest that the existence of critical
periods in deep neural networks depends on the inability of the network to change its effective
connectivity pattern in order to process different information (in response to deficit removal). We
call this phenomenon, which is not mediated by any external factors, a loss of the “Information
Plasticity” of the network.

2 RELATED WORK

3 DEEP ARTIFICIAL NEURAL NETWORKS EXHIBIT CRITICAL PERIODS

A notable example of critical period-inducing deficit, which also commonly affects humans, is am-
blyopia (reduced visual acuity in one eye) caused unilateral cataracts during infancy or childhood
(Vaegan & Taylor, 1979; von Noorden, 1981): Even after surgical correction of the cataracts, the
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Figure 2: Sensitivity of learning phase: (C) Final test accuracy of a DNN as a function of the onset
of a short 40-epoch deficit. The decrease in the final performance can be used to measure the sen-
sitivity to deficits. The most sensitive epochs corresponds to the early rapid learning phase, before
the test error (dashed line) begins to plateau. Afterwards, the network is largely unaffected by the
temporary deficit. (D) This can be compared with changes in the degree of functional disconnection
(normalized numbers of V1 monocular cells disconnected from the contralateral eye) as a function
of the kittens’ age at the onset of a 10-12-day deficit window (Olson & Freeman, 1980). Dashed
lines are as in A and B respectively.

ability of the patients to regain normal acuity in the affected eye depends both on the duration of the
deficit and on its age of onset, with earlier and longer deficits causing more severe effects.

In order to replicate this experimental setup in ANNs, we train a standard convolutional network
(CNN) to classify objects in small 32 ⇥ 32 RGB images from the CIFAR-10 dataset (Krizhevsky &
Hinton, 2009) in 10 classes. To simulate the effect of cataracts, for the first t0 epochs the images in
the dataset are downsampled to 8⇥8 and then upsampled back to 32⇥32 using bilinear interpolation,
in practice blurring the image and destroying small-scale details.1 After that, the training continues
for 300 more epochs, giving the network enough time to converge and ensuring it is exposed to the
same number of uncorrupted images as in the control (t0 = 0) experiment.

In Figure 1, we graph the final performance of the network (described in Materials and Methods) as
a function of the epoch at which the deficit is corrected (t0).We clearly observe the existence of a
critical period for this deficit in the ANN: if the blur is not removed within the first 60 epochs, the
final performance is severely decreased when compared to the baseline (from a test error of ⇠6.4%,
[In this plot it is 8%, it is 6.4% for the resnet later. We can swap the plots or change the text] in the
absence of a deficit, to more than 18% when the blur is present over 140 epochs, a ⇠300% increase).
The profile of the curve is also strikingly similar to the one obtained in kittens monocularly deprived
from near birth and whose visual acuity upon eye-opening was tested and plotted against the length
of the deficit window (Mitchell, 1988). Just like in humans and animal models (where critical
periods are characteristic of early development), the critical period in the DNN also arises during
the initial rapid learning phase. At this stage, the network is quickly learning a solution before the
test error plateaus and the longer asymptotic convergence phase begins.

Sensitivity to deficit. To quantify more accurately the sensitivity of the ANN to image blurring
throughout its early learning phase, we introduced the deficit in a short constant window (40 epochs),
starting at different epochs, and then measured the decrease in the ANN’s final performance com-
pared to the baseline. In Figure 2, we plot the final testing error of the network against the epoch of
onset of the deficit. We observe that the network’s sensitivity to blurring peaks in the central part of
the early rapid learning phase (around 30 epochs), while later deficits produce little or no effect. A
similar experiment was also performed on kittens by Olson and Freeman, using a window of 10-12
days during which the animals were monocularly deprived and using it to “scan” the first 4 months
after birth to obtain a sensitivity profile (Olson & Freeman, 1980).

We subsequently evaluated the effect of other training data modifications: a more drastic deprivation
where the input is substituted with random noise, simulating complete sensory deprivation, and two
“high-level” modifications of the training data: vertical flipping of the input image and permutation

1We employed this method, instead of a simpler Gaussian blur, since it has a very similar effect and makes
the quantification of information loss clearer.
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Corresponding loss-landscape 
bottleneck

In animals critical periods are caused by changes in the plasticity of connections, but what about 
DNNs? While in DNNs the connectivity is apparently fixed, the effective connectivity (how important a 
connection is for the task, measured using the Fisher Information Matrix) changes during training:

Acquisition Consolidation

No 
impairment

High-level deficits, such as vertical flipping, do 
not induce critical periods, while low-level 
deficits, such as blurring, do.


Critical periods are caused by the interplay 
between the deficits and the structure of the data 
and are not a generic byproduct of optimization.

Impaired networks 
converge to sharper 

minima…

…but the solution is 
already determined 

here

Critical periods happen if the input distribution is corrupted during information acquisition

Non-trivial Dynamics of the Fisher Information Matrix

By applying the deficit in a fixed-width moving window, we can characterize the network’s sensitivity 
across the epochs. While early- and late-onset deficits have no effect, introducing deficits in epochs 
20-60 permanently reduces accuracy.


