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Motivating Question

Given samples from a distribution p , can we find a distribution 
“close” to p which protecting the privacy of the samples? 

Hypothesis Selection

Exploiting Class Structure

Non-Private Solution

Private Solution
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Input: Known collection of distributions H = {h1, …, hm} 

        D = i.i.d. samples x1, …, xn from unknown p 
 

Goal: If there exists h*∈ H such that TV(p, h*) ≤α,  

        w.h.p. output h ∈H such that TV(p, h) ≤O(α) 
 

α 

O(α) 

Idea: Set up        pairwise contests between candidates, and output any 
candidate which does not lose any contests 
 

Contest subroutine: To compare distributions h, h’: 

S 

Define Scheffé set S = {x : h(x) > h’(x)} 
 
Let h(S) = probability mass h places on S 
     h’(S) = probability mass h’ places on S 
     D(S) = fraction of D which lands in S 

If h(S) – h’(S) < 2α: 
 Declare “Draw” 

 
Else if D(S) > h(S) – α: 

 Declare h as winner 
 
Else if D(S) < h’(S) + α: 

 Declare h’ as winner 
 
Else:     

 Declare “Draw” 
 

Theorem: n = O(log m /α2) samples 
suffice to identify a good hypothesis h  

[Yatracos85, Devroye-Lugosi01, Daskalakis-Diakonikolas-Servedio11, Daskalakis-Kamath14]  

Idea: Invoke Exponential Mechanism using score function 

       q(D, h) = min # of samples in D that must be changed before h  

                        loses at least one contest 

 

Theorem: There is an ε–DP hypothesis selection algorithm which outputs 
h ∈H with TV(p, h) ≤ 3α w.h.p. as long as 
 

Define VC(H) to be the VC dimension of the collection of 
Scheffé sets Sh,h’ = {x : h(x) > h’(x)} 
 

For a distribution p, let Nα(p, H) = |{h ∈ H : TV(p, h) < α}| 

Theorem: There is an (ε,δ)–DP hypothesis selection algorithm 
outputting h ∈H with TV(p, h) ≤ 3α w.h.p. as long as 
 

Application: Learning Gaussians

Problem: Let p = N(µ, Id) be an unknown d-dimensional 
Gaussian with ||µ||2 ≤ M.  

Given i.i.d. samples D = (x1, …, xn) from p, privately find 
a Gaussian h with TV(p, h) ≤ O(α). 

Solution via “Cover-and-Select” 
 
1)  Construct a finite cover H of {N(µ, Id) : ||µ||2 ≤ M} w.r.t. TV distance 
     (i.e., construct a set of Gaussians H such that for every µ with ||µ||2 ≤ M there exists h ∈ H with     
       TV(N(µ, Id), h) < α.) 

2)  Run Private Hypothesis Selection using the cover H, incurring error O(α) with    
     sample complexity  

Other variants of Gaussian estimation 

 Unbounded means, unknown covariances, etc. 

Piecewise polynomials 

Sums of Independent Integer Random Variables (SIIRVs) 

Poisson Multinomial distributions 

Mixtures of the above distributions 

 

Other Learning Applications

Example Applications: 
   - Robust hypothesis testing 
   - Enables distribution learning 
   - Preprocessing step for private distribution-specific PAC learning 

Learning Product Distributions

Using Cover-and-Select, we get an ε-DP algorithm for learning product distributions 
over [k]d to TV distance α with sample complexity  

           An ε-DP algorithm for learning the mean of a product distribution 
over {0, 1}d to l1 distance        with sample complexity  

Circumvents the lower bound of Ω(d3/2/ε) for arbitrary (non-product) 
distributions [Hardt-Talwar10] 

Semi-Agnostic Setting
Input: Known collection of distributions H = {h1, …, hm} 

        D = i.i.d. samples x1, …, xn from unknown p 

Goal: Let OPT = argminh TV(p, h)  

       w.h.p. output h ∈H such that TV(p, h)≤O(OPT)+α 
 

An extension of our algorithm works in this setting as well 

 

 

 


