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θ ← θ − α∇𝜃𝐿 𝜃; 𝜃𝑡
′; 𝑒

✓After certain iterations, the target-based TD 

algorithms tend to show better convergence with 

lower variances.

✓ Similar results for D-TD and P-TD
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Abstract

The use of target networks has been a popular and

key component of recent deep Q-learning algorithms

for reinforcement learning, yet little is known from the

theory side. In this work, we introduce three members

in the family, called the averaging TD, double TD, and

periodic TD, where the target variable is updated

through an averaging, symmetric, or periodic fashion,

mirroring those techniques used in deep Q-learning

practice. We establish asymptotic convergence

analyses for both averaging TD and double TD and a

finite sample analysis for periodic TD. In addition, we

also provide some simulation results showing

potentially superior convergence of these target-

based TD algorithms compared to the standard TD-

learning.

Introduction

Deep Q-learning [1] has recently captured 

significant attentions in the reinforcement learning 

(RL) community for outperforming human in several 

challenging tasks.

Subproblem:

𝜃𝑡+1 = 𝑎𝑟𝑔𝑚𝑖𝑛𝜃𝔼𝑠,𝑎,𝑠′
1

2
𝑦𝑡 − 𝑄 𝑠, 𝑎; 𝜃

2

𝜃𝑡+1
′ = 𝜃𝑡+1

Online variable update

Target variable update

Online variable: 𝜽𝒕
Target variable: 𝜽𝒕

′

Our Contributions:

✓ Three variants of TD-learning algorithms, 

averaging TD, double TD, and periodic TD

✓ Convergence proofs

✓ Empirical evidence of its superiority

✓ Meaningful step towards the theoretical 

understanding of deep Q-learning and it 

variants with target networks.

Why target networks?

✓ Improved stability and convergence

✓ Empirical successes (Deep Q-learning [1]) 

Classical TD-learning

Goal of TD-learning [2]: Find 𝜃 such that 

𝑉𝜋 𝑠 ≔ 𝔼 ฬ
𝑘=0

∞

𝛾𝑘𝑅 𝑠𝑘 , 𝑎𝑘 𝑠0 = 𝑠, 𝜋

≅ 𝑉 𝑠; 𝜃 ≔ (Φ𝜃)(𝑠)
by interacting with unknown system

θt+1 = θt − α𝑡 ቚ∇𝜃𝐿 𝜃; 𝜃𝑡
′; 𝑒𝑡

𝜃=𝜃𝑡

Online variable update

✓ Less aggressive and soft target variable update 

by averaging with the previous target variable

✓ Target variable slowly tracks the online variable

Online variable update

Target variable update

✓ Symmetrize the target and online updates

✓ Resembles double Q-learning [3]

✓ Proximal-type terms connect the target and 

online variables in both updates

𝜃𝑡+1
′ = 𝜃𝑡+1

𝑳𝒕-times

Online variable update

Target variable update

Subproblem: 𝜃𝑡+1 = 𝑎𝑟𝑔𝑚𝑖𝑛𝜃𝔼𝑒[𝐿 𝜃; 𝜃𝑡
′; 𝑒 ]

✓ Take stochastic gradient steps L times in the 

inner loop

✓ Most close to the original deep Q-learning 

Simulations

Summary

✓ We propose A-TD, D-TD, and P-TD and analyze 

their convergence.

✓ Empirical results suggest better convergence 

after certain iterations with lower variances

✓ Shed lights on the theoretical analysis for target-

based deep Q-learning algorithms.

Theorem: For P-TD, an 𝜖-optimal solution, 

𝔼[ 𝜃∗ − 𝜃𝑡 𝐷] ≤ 𝜖, 

is obtained with at most 𝑂
1

𝜖2
𝑙𝑛

1

𝜖
samples. 

✓ The proof is based on standard results in 

stochastic gradient decent methods

✓ Finite time convergence and sample complexity

𝜃 ← 𝜃 − α∇𝜃
1

2
𝑦𝑡 − 𝑄 𝑠, 𝑎; 𝜃

2

𝑦𝑡 = 𝑟 + 𝛾𝑚𝑎𝑥𝑎𝑄(𝑠
′, 𝑎; 𝜃𝑡

′)

Q-learning with target network [1]:

𝑳𝒕-times
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✓ We consider a Markov decision process with 

𝑆 = 10, 𝛾 = 0.9, and 10 × 2 feature matrix

𝐿 𝜃;𝜃′; 𝑒 : =
1

2
𝑟 − γ𝑉 𝑠′; 𝜃′ − 𝑉 𝑠; 𝜃

2

𝑒≔ (𝑠, 𝑎, 𝑟, 𝑠′)

Loss function of Bellman error

𝜃𝑡+1
′ = 𝜃𝑡

′ + α𝑡𝛿(𝜃𝑡 − 𝜃𝑡
′)

Target variable update

θt+1
′ = θt

′ − α𝑡 อ∇θ′ 𝐿 θ′; θt; 𝑒𝑡 +
𝛿

2
θ′ − θt 2

2

θ′=θt
′

θt+1 = θt − α𝑡 อ∇𝜃 𝐿 𝜃; 𝜃𝑡
′; 𝑒𝑡 +

𝛿

2
𝜃 − θ𝑡

′
2
2

𝜃=𝜃𝑡

Theorem: Consider A-TD and D-TD. For any 𝛿 > 0, 𝜃𝑡
′ →

𝜃∗, 𝜃𝑡 → 𝜃∗ as 𝑡 → ∞ with probability one, where 𝜃∗ is the 

solution of the projected Bellman equation

Φ𝜃 = Π(𝑅𝜋 + 𝛾𝑃𝜋Φ𝜃)
and Π is the projection onto the range space of Φ

✓ The proof is based on the ODE approach

✓ Asymptotic convergence

θt+1 = θt − α𝑡 ቚ∇𝜃𝐿 𝜃; 𝜃𝑡
′; 𝑒

𝜃=𝜃𝑡

𝜃𝑡+1
′ = 𝜃𝑡+1

Target variable update

Online variable update

Averaging TD (A-TD)

✓ Immediate target-variable update

Double TD (D-TD)

Periodic TD (P-TD)

Convergence Analysis


