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 Focus on “attribution-based methods” with theories from causal inference to 
obtain a global picture of a neural network's decision-making process along 
with local justifications.

 Interpret neural network architectures in terms of Structural Causal Models 
(SCMs).

 Propose a method to efficiently calculate interventional expectations, causal 
attributions and subsequently the causal effect of input neurons on the output.

 Learn causal regressors to explain neural networks globally.
 Experimental results exhibiting the efficacy of our proposed method.

 The interventional expectation E[y|do(x
i
=α)] is a function of xα)] is a function of x)] is a function of x

i
 as all other 

variables are marginalized out.
 Calculating interventional expectations for multiple input values is a costly 

operation. Learning the function, termed as Causal Regressor, allows to 
estimate these values on-the-fly for subsequent attribution analysis.

 Assuming this function to be a member of the polynomial class of functions {f|
f(x

i
) =α)] is a function of x Σ

j
orderw

j
xj

i
}, Bayesian model selection was employed to determine the 

optimal order of the polynomial that best fits the given data by maximizing the 
marginal likelihood.

 ACEy
do(xi =α)] is a function of xα)] is a function of x)

 can thus be obtained by evaluating the causal regressor at x
i
=α)] is a function of xα)] is a function of x and 

subtracting baseline
xi
 from this value.

 An l-layer feedforward neural network N(l
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where l
1
 is the input layer and l

n
 is the output layer. Corresponding to every l

i
, 

f
i
 refers to the set of causal functions for neurons in layer i. U refers to a set 

of exogenous random variables which act as causal factors for the input 
neurons l

1
.

 Every l-layer feedforward neural network N(l
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set of neurons in layer i, has a corresponding SCM M([l
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) which can be reduced to an SCM M´([l
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 Structural Causal Models(SCM) – A SCM is a 4-tuple X, U, f, P
u
 where,

 X is a finite set of endogenous variables, usually the observable random 
variables in the system.

 U is a finite set of exogenous variables, usually treated as unobserved or 
noise variables.

 f is a set of functions [f
1
, f

2
,…,f

n
], where n refers to the cardinality of the set 

X.
 P

u
 defines a probability distribution over U.

 An SCM M(X, U, f, P
u
) can be trivially represented by a directed graphical 

model G =α)] is a function of x (V, E) where the vertices V represents  the endogenous variables X 
and the edges E denotes the causal mechanisms f. Such a graph is called 
Causal Bayesian Network.

 Address the question: “What is the causal effect of a particular input neuron on 
a particular output neuron of the network?”

 Given a neural network with l
1
 being the set of input features and l

n
 being the 

set of output features, Average Causal Effect (ACE) of an input feature x
i

l∈l
1
 

with value α)] is a function of x on an output feature y l∈l
n
 is measured as

 In absense of any prior information, the baseline value for x
i
 is proposed as the 

average ACE of x
i
 on y, i.e. 

 Given a neural network, the output neuron y can be expressed as the causal 
mechanism y =α)] is a function of x f´

y
(x

1
,x
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,...,x

k
), where x

i
 refers to neuron i in the input layer, and 

k is the number of input neurons. Considering a quadratic approximation 
around the interventional means μ =α)] is a function of x [μ

1
,μ

2
,...,μ

k
], the marginalized (over all 

other input neurons) causal mechanism f´
y|do(xi=α)] is a function of xα)] is a function of x)

 is given by

 Causal independence between different input neurons of a feed forward 
network is assumed. As this is violated in time-series models or sequence 
prediction tasks, we have to iterate over the entire training data for every 
intervention.

 For an RNN, unfolded in the temporal dimension, the output at time t will only 
be dependent on inputs from timesteps t to t − τ, where 

 The proposed approach views a neural network as an SCM, and introduces an appropriate 
definition, as well as a mechanism to compute Average Causal Effect (ACE) effectively in 
neural networks.

 Presents a strategy to efficiently compute ACE for high-dimensional data, as well as extends the 
methodology to RNNs.

 Future work will include extending to other neural network architectures (such as ConvNets) as 
well as studying the impact of other baselines on the proposed method’s performance.

 We believe this work can encourage viewing a neural network model from a causal lens, and 
answer further causal questions related to neural networks.
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Figure: (a) Feedforward neural network as an SCM. The dotted circles represent 
exogenuous random variables which can serve as common causes for different input 
features. (b) Recurrent neural network as an SCM.

Figure: Results for the proposed method on the Iris dataset. a,b,c) causal regressors for Iris-setosa, Iris-versicolor & 
Iris-virginica respectively; d) decision tree trained on Iris dataset; e,f) scatter plots for sepal and petal width for all three 
Iris dataset classes.

Figure: Causal attributions for (a) an anomalous flight and (b) anormal flight. IG attributions for the same (c) anomalous 
flight and (d) normal flight. All saliency maps are for the LATG parameters 60 seconds after touchdown.

Figure: Saliency maps on test using (a) Causal attributions; (b) Integrated Gradients; (c) Imputation experiments (Please 
refer Sec 5.2 in the paper). Num. prediction changes were evaluated over 1M test sequences.
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