
A Regularized Approach To Sparse Optimal Policy in Reinforcement Learning
Xiang Li*,  Wenhao Yang*,  Zhihua Zhang Neural Information Processing Systems (NeurIPS) 2019

Peking University

1. Regularized MDP
The regularized MDP is based on original MDP with an additional 
regularization function 𝜙𝜙 ⋅ and a coefficient λ. The aim is to solve 
the following problem:

Intuitions:
1. Soften the non-linearity of the original MDP problem
2. Force the optimal policy to be stochastic to encourage 

exploration

2. Assumptions on 𝜙𝜙(⋅) and Examples

Assumptions:
a) Domain: 0,1
b) Monotonicity: 𝜙𝜙 𝑥𝑥 is non-increasing
c) Non-negativity: 𝜙𝜙 1 = 0
d) Differentiability: 𝜙𝜙 𝑥𝑥 is differentiable
e) Expected Concavity: 𝑥𝑥𝜙𝜙(𝑥𝑥) is strictly concave

Examples:
a) 𝜙𝜙 𝑥𝑥 = −log(𝑥𝑥)
b) 𝜙𝜙 𝑥𝑥 = 𝑘𝑘

𝑞𝑞−1
(1 − 𝑥𝑥𝑞𝑞−1), with 𝑞𝑞 > 0

c) 𝜙𝜙 𝑥𝑥 = 𝑞𝑞 − 𝑥𝑥𝑘𝑘𝑞𝑞𝑥𝑥, with 𝑘𝑘 ≥ 0, 𝑞𝑞 ≥ 1
d) 𝜙𝜙 𝑥𝑥 = cos 𝜃𝜃𝑥𝑥 − cos 𝜃𝜃 , with 𝜃𝜃 ∈ (0, 𝜋𝜋
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]

e) Linear combinations and minimum above all

3. Optimality, Sparsity and Performance Error
Optimality:
The optimal solutions to Regularized MDP are:

Where 𝑔𝑔𝜙𝜙 𝑥𝑥 = (𝑓𝑓𝜙𝜙′ )−1 𝑥𝑥 and 𝑓𝑓𝜙𝜙 𝑥𝑥 = 𝑥𝑥𝜙𝜙 𝑥𝑥 , and 𝜇𝜇𝜆𝜆∗ 𝑠𝑠 is a 
normalization term such that ∑𝑎𝑎∈𝐴𝐴 𝜋𝜋𝜆𝜆∗ 𝑎𝑎 𝑠𝑠 = 1.

Sparsity:

How the optimal policy 𝜋𝜋𝜆𝜆∗ become sparse?
• Necessary condition: 0 ∈ 𝑑𝑑𝑑𝑑𝑑𝑑 𝑓𝑓𝜙𝜙′

• Sufficient condition: 𝜆𝜆 is small

A policy 𝜋𝜋 is called 𝛿𝛿-sparse if:
|{ 𝑠𝑠, 𝑎𝑎 ∈ 𝑆𝑆 × 𝐴𝐴|𝜋𝜋(𝑎𝑎|𝑠𝑠) ≠ 0}|

𝑆𝑆 |𝐴𝐴|
≤ 𝛿𝛿

Theorem 1:
When 𝜆𝜆 → 0, the sparsity of the optimal policy 𝜋𝜋𝜆𝜆∗ shrinks to 𝛿𝛿 = 1

|𝐴𝐴|
.

When 𝜆𝜆 → ∞, the optimal policy has no sparsity and converges to 
𝜋𝜋𝜆𝜆∗(𝑎𝑎|𝑠𝑠) → 1

|𝐴𝐴|
for all 𝑠𝑠, 𝑎𝑎 ∈ 𝑆𝑆 × 𝐴𝐴

5. Experiments
Numerical:

Atari:

Mujoco:

Theorem 2:
Assuming lim

𝑥𝑥→0+
𝑥𝑥𝜙𝜙 𝑥𝑥 = 0, the performance error is:

𝑉𝑉𝜆𝜆∗ − 𝑉𝑉∗ ∞ ≤ 𝜆𝜆
1−𝛾𝛾

𝜙𝜙( 1
|𝐴𝐴|

)

4. Algorithm (RAC)

The ratio of exact 
zero probability 
actions

𝜙𝜙 𝑥𝑥 = − log 𝑥𝑥 violates it.

Follow the framework of SAC(Haarnoja et al. 2018):

For each iteration,
1. Collect Data by current policy 

and add to memory buffer
2. Update parameters of Q-

value and Policy by gradient 
descent

Objective Q-value function:

Objective Policy function:

If 0 ∈ 𝑑𝑑𝑑𝑑𝑑𝑑 𝑓𝑓𝜙𝜙′ , 𝜙𝜙 is upper 
bound by a constant
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