
1Tel Aviv University, 2Facebook AI Research (FAIR)

Ori Press1, Tomer Galanti1, Sagie Benaim1, Lior Wolf1,2

Emerging Disentanglement in Auto-Encoder Based Unsupervised Image Content Transfer

Problem Statement Model & Objective

Our aim is to learn to transfer content from a domain to a subset of 
that domain. For example, our model can transfer sunglasses from 
images of people wearing them to images of people without them. 
We show that this method improves on previous work in 
disentangling content in images.

Results

Attribute Removal

The image below is our model’s output, combining a face (first 
row) with different glasses (taken from the first column of images).  
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A discriminator looks at encodings from images that came from 
both domains and tries to classify them. As a consequence, the first 
encoder tries to make the encodings domain invariant.

When training on the larger of the domains (domain A), we use 
both encoders and train them to reconstruct images from that 
domain.

When training on domain B, we only use the first encoder, zeroing 
out the second encoder.

Comparison to Related Work

We show that we improve on the previous work in content 
disentanglement by removing attributes from images.

Because our method is simpler, it takes the least amount of time 
to train, with the smallest memory footprint.

Our work is the only method that succeeds in transferring 
content; the other works are made to transfer style, which fails  
on eyewear.

Our method uses just two encoders, a decoder and a discriminator, 
making it simpler than the related work.
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Theoretical Analysis

If the following conditions hold, then it is likely that the 
autoencoder produces disentangled representations: 
1. Small capacity autoencoder
2. The dimension of the encoding layer is small
3. There is a significant reduction in the dimension of the 

bottleneck and the previous layer
4. The autoencoder is able to reconstruct the input

Lemma 2:
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The model consists of two encoders (E1, E2) a decoder (D), and a 
discriminator. E2 encodes domain specific content, while E1 
encodes everything else.

The loss is the sum of the following three losses:


