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Meta-RL has the promise of  enabling agents to adapt to new scenarios with 
scarce data, but currently faces some limitations:
1. Credit assignment in Meta-RL is poorly understood
2. Poor sample efficiency when meta-training
3. Ineffective task identification
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Meta-Gradient-Based Formulations

Formulation I Formulation II

Formulation I (Finn et al. 2017)

Formulation II (Al-Shedivat et al., 2018; Stadie et al., 2018) 

Both formulations are equivalent at 0th order but differ at 1st order
• Formulation I propagates the credit assignment through the update step, 

exploiting the full problem structure.
• Formulation II neglects the inherent structure, leading to poor pre-

update credit assignment.

Computing 2nd order derivatives of  formulation I is challenging and leads to 
noisy gradients (Forester et al. 2017):

We propose a low variance curvature estimator (LVC) which is unbiased 
close to local optima (Furmston et al. 2016):

Where JCLIP and JLR are defined by:

The LVC objective presents lower variance than the unbiased DiCE
(Forester et al. 2017) objective, which results in faster learning and better 
asymptotic performance.

• LVC (ours): Learns the proper behavior to identify the task and fully exploit it
• MAML (Finn et al. 2017): Lack of  credit in the pre-update results in failure
• E-MAML (Finn et al. 2017): Poor exploration behavior, misses the target

• Formulation I (red), by exploiting the 
structure of  the problem, yields to 
faster and steadier convergence to 
the optimum.

• Formulation II (green) instead, 
produces noisier gradient estimates 
leading to slow convergence

ProMP incorporates the benefits of  the LVC estimator and proximal 
policy optimization (Schulman et al. 2017). It is able to do so thanks to:

1. Accounting for the changes in the pre-update sampling distribution
2. Bounding the pre-update state visitation distribution shift
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