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Abstract

Determining the positions of neurons in an extracellular 
recording is useful for investigating functional properties of 
the underlying neural circuitry. In this work, we present a 
Bayesian modelling approach for localizing the source of 
individual spikes on high-density, microelectrode arrays. 
To allow for scalable inference, we implement our model 
as a variational autoencoder and perform amortized 
variational inference. We evaluate our method on both 
biophysically realistic simulated and real extracellular 
datasets, demonstrating that it is more accurate than and 
can improve spike sorting performance over heuristic 
localization methods such as center of mass.

Motivation

● Spatially localizing detected spikes before classification 
can provide a useful, low-dimensional feature set to aid 
preexisting spike sorting algorithms.

● Location estimates can be utilized in downstream 
analysis (eg. to register recorded neurons with 
anatomical information [1]).

● Most current localization methods are designed for 
low-channel count recording devices.

● Localization methods for dense MEAs utilize cleaned 
extracellular action potentials (through spike-triggered 
averaging), disallowing their use before spike sorting.

● All current localization methods are non-Bayesian. Estimated spike locations for the different methods on a 10μV SD recording. Center of mass estimates 
(left) calculated using 16 observed amplitudes. MCMC estimated locations (middle) using 9-25 observed 
amplitudes for inference. VAE model (right) trained on 9-25 observed amplitudes and a 10 amplitude 
jitter, a hyperparameter described in the full manuscript.
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Our Contribution

1. A Bayesian modelling approach to spike source 
localization in extracellular recordings..

2. Scalable inference with amortized variational inference.
3. Large improvements in localization and spike sorting 

accuracy over the only commonly used method, center 
of mass.

4. Quantitative and qualitative evaluation with real and 
simulated extracellular datasets, respectively.

Estimated spike locations for two real recordings. A, One hour recording from  awake, head-fixed mouse 
with a Neuropixels probe. Spikes were detected and sorted using HS2 sorting software [1] and VAE 
localization. B, Same analysis performed on a recording from a mouse retina with a BioCam array [1]. 

Results of the localization methods on the three simulated 
datasets from the square MEA with noise levels ranging from 
10μV-30μV. The number next to the VAE methods in first 
column is the amplitude jitter that was used.

Spike Sorting Performance on square MEA using GMMs. 
With + without principal components across all noise levels. 
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Generative process of amplitudes given source location.

Datasets

Simulated Data. Simulated by MEArec [2]. Three 60s 
recordings for two probe geometries. Noise levels of 
10μV-30μV (generated by faraway neurons). 40 excitatory 
cells and 10 inhibitory cells random placed and rotated.
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Real Data. Public data from a Neuropixels probe (6.6 
million spikes) [3]. Mouse retina data recorded with the 
BioCam4096 platform (2.2 million spikes) [1]. 
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Results for the inference time of the VAE versus HMC 
sampling on the dataset. HMC was run for 10,000 iterations. 
The VAE was run on a TITAN X GPU. ~20,000 spikes total.


