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Ø Use neural networks to map states to 
actions

Ø Design a reward function 𝑅 mapping runs 
to rewards which specifies the desired 
behavior of the system

Ø Learn NN parameters that maximize the 
expected reward

Neural Network𝑠 ∈ 𝑆 𝑎 ∈ 𝐴

Controller

System

𝑆 = Set of System States
𝐴 = Set of Control Inputs

MOTIVATION

Designing Reward Functions

Ø Choosing a well shaped reward function is crucial to the performance of 
reinforcement learning algorithms

Ø Reward functions are not easily composable

𝑅' : Reward function for  “Reach q”
𝑅( : Reward function for  “Reach p”

How to compose 𝑅' and 𝑅( to get a reward 
function for “Reach q and then Reach p” ?
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THE FRAMEWORK

SPECIFICATION LANGUAGE

Ø An atomic predicate 𝑏 is a property of system states identified 
with a state-based reward function 𝑏 : 𝑆 → ℝ such that

Ø 𝑠 ⊨ 𝑏 if and only if 𝑏 𝑠 > 0
Ø For example, 𝑁𝑒𝑎𝑟3 𝑠 = 1 − 𝑑𝑖𝑠𝑡 𝑠, 𝑞

Ø Specifications are built from atomic predicates using the 
following grammar,

𝜙 ≔ achieve 𝑏 𝜙' ensuring 𝑏 𝜙'; 𝜙( | 𝜙' or 𝜙(

Ø “Reach q and then reach p while avoiding obstacle O” can be 
expressed as achieve 𝑁𝑒𝑎𝑟3 ; achieve 𝑁𝑒𝑎𝑟L ensuring 𝐴𝑤𝑎𝑦O

Product State = (Monitor State, System State, Register Values)
Product Action = (System Action, Monitor Transition) 

Case study in 2D navigation setting 

Ø 𝑆 = ℝ( and A = ℝ(
Ø Transitions given by 𝑠QR' = 𝑠Q + 𝑎Q + 𝜀 where 𝜀 is a small gaussian 

noise

EXPERIMENTAL EVALUATION

Y-axis denotes the number of sample 
trajectories needed to learn

X-axis denotes the number of nested goals

Specification involves moving the cart 
right and then left while balancing the 

pole attached to it
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𝑟

Non-Markovian Specifications

Ø Example Specification: “Reach q, then Reach p, then Reach r”

Ø Controller maps states to actions but action to take at p depends on the 
history of the run, i.e., whether q has been visited

CONTRIBUTIONS

Formal Specification Language

Ø Easy to specify the desired behavior of the system in a logical language 
with a well-defined semantics

Ø Tasks can be easily composed to create new tasks

Task Monitor Construction Algorithm

Ø Task monitor constructed from the specification is used to assign rewards 
to runs of the system

Ø The monitor also provides additional state needed to handle non-
Markovian specifications

Reward Shaping: Sub-goal based heuristic to shape rewards for 
improved sample efficiency of learning

TASK MONITOR

Task monitor for achieve 𝑁𝑒𝑎𝑟3 ; achieve 𝑁𝑒𝑎𝑟L ensuring 𝐴𝑤𝑎𝑦O

Registers Transition 
Predicate

Register 
Updates

Given 𝜌 = 𝑞V, 𝑠V, 𝑣V → ⋯ → (𝑞Z, 𝑠Z, 𝑣Z) with 𝑞Z non-final,

𝑅\\(𝑞Z) (𝑠, 𝑣) = 𝐶^ + 2𝐶` 𝑑3a − 𝐷 + max
e

⟦𝜎e⟧(𝑠, 𝑣)

𝑅\ 𝜌 = max
Q∶3jk3a

𝑅′′(𝑞Z)(𝑠Q, 𝑣Q)

§ 𝑑3 : Length of the longest path from 𝑞V to 𝑞 without using self loops
§ 𝐶^ : Lower bound for possible reward in any final state
§ 𝐶` : Upper bound on absolute value of third term for all 𝑞

𝑞Z

𝜎'
𝑢'

𝜎n
𝑢n

Higher reward for 
monitor states farther 

from initial state

Higher reward for runs that 
get close to satisfying some 

predicate on transitions 
that make progress

REWARD SHAPING

SPECTRL (This Work) TLTL [1] CCE [2]
Learning curves for different tasks

Reinforcement Learning for Control Synthesis

Sample complexity curve Learning curve for cartpole system


