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INTRODUCTION
Consider multi-agent reinforcement learning (MARL) in a
fully competitive (zero-sum game) setting.

Game of Go Poker

Robust Control Strategy Games

• Many prominent applications of RL involve multiple
agents with opposing objectives

• Policy optimization (PO) methods, e.g., actor-critic,
PPO, TRPO, DDPG, dominate in many scenarios, as:
– They easily handle large/continuous spaces
– They have better convergence performance

• Theoretical analysis of PO methods in MARL is rel-
atively lacking, even for two-player zero-sum cases

• Challenges in the analysis:
– Non-stationarity due to simultaneous learning
– With function approximation, it is in general

nonconvex-nonconcave w.r.t. policy parameters
• We study a simple but quintessential example: PO for

zero-sum linear quadratic (LQ) games
– Counterpart of LQ regulator (LQR) in multi-agent
– Benchmark of continuous-space Markov games
– Play a significant role inH∞ robust control

• Contribution: The first global convergence results of
policy-based methods with function approximation
for certain zero-sum Markov games in MARL.
– Study the optimization landscape of zero-sum LQ

games in parameterized feedback policy space
– Develop PO methods that converge with globally

sublinear and locally linear rates
– Provide several interesting simulation results

TECHNICAL PRELIMINARIES
• Linear dynamics xt+1 = Axt +But +Cvt , with state xt ∈Rd , controls of players 1 and 2 as ut ∈Rm1 and vt ∈Rm2 .
• The objective of player 1 (player 2) is to minimize (maximize) the infinite-horizon value function:

inf
{ut}t≥0

sup
{vt}t≥0

Ex0∼D

[ ∞∑
t=0

ct(xt ,ut ,vt)
]
= Ex0∼D

[ ∞∑
t=0

(x>t Qxt +u
>
t R

uut − v>t Rvvt)
]
,

with x0 ∼ D drawn from a distribution D, Q ∈Rd×d , Ru ∈Rm1×m1 , and Rv ∈Rm2×m2 are all positive definite.
• The Nash equilibrium (NE) policy can be obtained at u∗t = −K∗xt and v∗t = −L∗xt , with K∗,L∗ determined by some P ∗,

the solution of some generalized algebraic Riccati equation (GARE) (see details in the paper)
• Assumption: i) there exists a minimal positive definite solution P ∗ to the GARE that satisfies Rv −C>P ∗C > 0; ii) L∗

satisfies Q − (L∗)>RvL∗ > 0. Note that i) is standard to ensure that the NE is well-defined; ii) is needed for analysis
Lemma: Under the Assumption, the value of the game exists, and ({u∗t }t≥0, {v∗t }t≥0) constitutes the unique Nash equilibrium.

• It suffices to search over the state feedback policies parameterized by ut = −Kxt ,vt = −Lxt , such that ρ(A−BK−CL) < 1

• Goal: minKmaxL C(K,L) := Ex0∼D
(
x>0 PK,Lx0

)
, with PK,L =Q+K>RuK −L>RvL+(A−BK −CL)>PK,L(A−BK −CL)

CONVERGENCE RESULTS (CONT’D)
Theorem (Local (Super)-linear Rate of Outer-Loop). The
cost value sequences {C(K(Lt),Lt)}t≥0 generated by all three up-
dates have locally linear convergence rates to C(K∗,L∗), around
the NE (K∗,L∗). Additionally, with stepsize η = 1/2, the pro-
jected Gauss-Newton converges with a Q-quadratic rate.
Technical Remarks:
• Recovers the results for LQR [Fazel et al., ’18], but with

additional proofs in the stability of the iterates;
• Global O(1/t) sublinear rate matches the one for gen-

eral nonconvex(-nonconcave) (smooth) optimization
• If L∗ <Ω, the global convergence results in terms of the

gradient-mapping norm still hold, not the local one

SIMULATION RESULTS
• Assumption i) satisfied, but ii) holds only for Case 1
• Compared with two variants of NG: alternating-

gradient (AG) and gradient-descent-ascent (GDA)
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Fig. 1: NG for Case 1 Fig. 2: Cost Convergence in Case 2

• No projection needed mostly + AG & GDA also works
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LANDSCAPE AND ALGORITHMS

Landscape
Lemma (Nonconvexity-Nonconcavity). Define Ω ⊂R

m2×d as Ω :=
{
L ∈Rm2×d |Q −L>RvL > 0

}
. Then there exists L ∈Ω such

that minK C(K,L) is a nonconvex minimization; there exists K such that maxL∈ΩC(K,L) is a nonconcave maximization.

Lemma (Policy Gradient Expression). The policy gradients of C(K,L) have the form

∇KC(K,L) = 2[(Ru +B>PK,LB)K −B>PK,L(A−CL)]ΣK,L, ∇LC(K,L) = 2[(−Rv +C>PK,LC)L−C>PK,L(A−BK)]ΣK,L.

Caveat: Solving nonconvex-nonconcave problems is NP-hard in general, not to mention using first-order methods.
Lemma (Stationary Point =⇒ NE). For a stabilizing control pair (K,L), i.e., ρ(A − BK − CL) < 1, suppose ΣK,L :=
Ex0∼D

∑∞
t=0 xtx

>
t , the state correlation matrix, is full-rank and (−Rv + C>PK,LC) is invertible. If ∇KC(K,L) = ∇LC(K,L) = 0,

and the induced matrix PK,L is positive definite, then (K,L) constitutes the control gain pair at the NE.

Bliss: It suffices to find a stationary-point (K,L) that is stabilizing, and satisfies aforementioned conditions on PK,L.
————————————————————————————————————————————————————–

Algorithms: Nested-Gradient (NG) Methods with Double-Loop Updates
The iterates of {(K,L)} need to be stabilizing and inducing a finite cost C(K,L).
Observation: As the game value exists, VK∗,L(x0) ≤ VK∗,L∗(x0) = minKmaxLVK,L(x0) = maxLminK VK,L(x0) <∞, ∀x0 ∈Rd .

Observation: Any L ∈Ω, including L∗, makes (K∗,L) stabilizing, as otherwise VK∗,L(x0)→∞, contradicting above.

Hence, we solve maxLminKC(K,L) with inner-loop update on K , and outer-loop update on L + projection onto Ω.

Inner Loop for K
• Policy Gradient: K ′ = K −α∇KC(K,L)
• Natural Policy Gradient: K ′ = K −α∇KC(K,L)Σ−1K,L
• Gauss-Newton: K ′ = K−α(Ru+B>PK,LB)−1∇KC(K,L)Σ−1K,L

with WL > 0 a pre-conditioning matrix, and
∇LC̃(L) := ∇LC(K(L),L).

Outer Loop for L

• Projected NG: L′ = P
GD
Ω

[L+ η∇LC̃(L)]
• Projected Natural NG: L′ = P

NG
Ω

[
L+ η∇LC̃(L)Σ−1K(L),L

]
• Projected Gauss-Newton NG:

L′ = P
GN
Ω

[
L+ ηW −1L ∇LC̃(L)Σ

−1
K(L),L

]

CONVERGENCE RESULTS
Proposition (Global Linear Rate of Inner-Loop). If Ex0∼Dx0x

>
0 > 0 and the Assumption holds, then ∀L ∈Ω: i) the inner-loop

LQR problem always admits a solution PK(L),L > 0 that makes (K(L),L) stabilizing; ii) there exists a stepsize α > 0 for each update
such that {(Kτ ,L)}τ≥0 is always stabilizing; iii) the sequence {C(Kτ ,L)}τ≥0 converges to the optimum C(K(L),L) with a linear rate.

Theorem (Global Sublinear Rate of Outer-Loop). If L0 ∈ Ω, then: i) at iteration t of all the three updates, the inner-loop
converges to K(Lt) with a linear rate; ii) the outer-loop sequence {(K(Lt),Lt)}t≥0 are always stabilizing (regardless of the stepsize η);
iii) there exists a stepsize η for each update such that they all converge to the NE (K∗,L∗) with a O(1/t) rate.

CONCLUSIONS AND FUTURE WORK
We established the global convergence of policy-based
methods to NE for zero-sum LQ games, a fundamental
setting in MARL, despite its nonconvexity-nonconcavity.

Future Work:
• Analyses with relaxed assumptions and no projection
• Global convergence for general-sum LQ games


