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Motivating Example

• Learn a locomotion policy for a robot: Reward (r) ∝
velocity

• High velocity may lead to joint damage → large cost

• Environment variable ζ indicates if damage has occurred:
p(damage|velocity > 2) ∼ Bernoulli(0.05)

• Damage occurring is a significant rare event (SRE): low
probability, but high impact on returns

• Formally, we have an MDP 〈S,A,Pζ, rζ, s0, γ〉, where the
transition and reward functions depend on some
environmental variables ζ

• Goal: Find policy π∗ that maximises expected return:
J(π) = Eζ[R(ζ, π)] = Eζ∼p(ζ),at∼π,st,∼P[

∑
t γ

trζ(st, at)]

Näıve Application of Policy Gradient

• ζ ∼ p(ζ) for each sampled trajectory

• Gradient estimates have very high variance due to SREs

• Failure to converge, or convergence to highly suboptimal
policies that do not take into account the impact of SREs

Fingerprint Policy Optimisation

Main idea: At each iteration actively select a sampling
distribution for the environment variable to maximise the
one step improvement in return, while conditioning on
current policy
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Näıve PG vs FPO

Policy Fingerprints

Problem: π is an NN with thousands of parameters, and BO doesn’t
scale well to high dimensional inputs
Solution: Replace π with a low dimensional fingerprint that can be used
as input to the Gaussian Process

• Gaussian distribution fitted to stationary state/action distribution
induced by π is good enough as fingerprint!

• Why? Fingerprint does not have to be ‘true’ to the policy – it just
needs to be able disambiguate between different policies

Estimating J(π)

• SREs cause Monte Carlo estimate to have very high variance

• Importance sampling can also have very high variance

• So we resort to exhaustive evaluation if ζ is discrete

• Numerical quadrature for continuous ζ

Evaluation Criteria

• How does the choice of BO acquisition function (UCB/FITBO), and
fingerprint (state (S), or action (A)) affect performance?

• How does FPO compare to existing methods (Näıve, OFFER, EPOpt,
ALOQ), and ablated versions of FPO.

Results

Cliff Walker: Cliff located at 1 + ζ with ζ ∼ Beta(2, 1). Objective is to walk
close to the cliff without falling off.

Half Cheetah: Velocity target = 2 with probability 98% and ’normal’ reward,
velocity target = 4 with probability 2% and significantly higher reward

Ant: Reward ∝ velocity. Velocity>2 causes damage with 5% probability, which
incurs a large cost.


