
Visual Adversarial Examples worked in Physical Space
• Eykholt et al. (2017): Stickers that fool models to misclassify stop-signs  
• Athalye et al. (2017): An adversarial 3D turtle that gets classified as a rifle
• Li et al. (2019): A transparent camera sticker that fools Res-Net50 to misclassify 
Limitation: Just problems in vision?

Audio Adversarial Attacks   
• Carlini et al. (2018): Showed Automatic Speech Recognition models are vulnera-
ble to adversarial examples (victim: DeepSpeech)
• Schönherr et al. (2018): Leveraged “psychoacoustic hiding” to hide the audio ad-
versarial examples (victim: DNN-HMM Kaldi)
• Qin et al. (2019): Further improved audio adversarial examples, showed that 
they could be imperceptible and robust (victim: Lingvo)
Limitation: Not playable over-the-air; Very limited attack potency;

• Implement an emulated wake-word detection model of Alexa based on Wu et 
al. (2018) and Guo et al. (2018)
• Sythesize a piece of music with tuneable parameters such as pitch, duration, 
and volume as the adversary against our emulated model
• Optimize the effect of our music digitally in a differentiable training framework 
with consideration of the digital-physical distortions
• Transfer the digital attack to physical space, play our synthesized music against 
real wake-word models over-the-air
Challenge: Little information about the Alexa model; Limited possible pertur-
bation space, high-frequency perturbations not allowed;

                        

Is it possible to fool a commerical-grade voice assistant over-the-air?
 
• Yes! Alexa doesn’t wake up when our audio adversary is present. We 
demonstrate a DOS attack against Alexa’s wake-word detection. 
• We synthesized a piece of music as our adversarial perturbation against 
our emulated model and compensated for expectation over transform and 
psychoacoustic effects.
• Our adversarial music can reduce the F1 score of the real Alexa from 92.5% 
to 11% over-the-air; Non-adversarial noise does not affect Alexa.
• Our demo video can be viewed at: https://www.junchengbillyli.com/Ad-
versarialMusic

Abstract

     A “gray-box” attack that leverages the domain transferability of our perturba-
tion. We demonstrated its effect in the real world under separate audio source 
settings.

     A novel threat model that allows us to disguise our adversarial attack as a 
piece of music with tunable parameters playable over the air in the physical 
space.

    Jointly optimizing the attack nature while fitting the threat model to the per-
turbation achievable by the microphone hearing response of Amazon Alexa. Our 
attack budget is very limited compared with previous works, which makes this 
challenging.
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Experiment
Emulate the Wake-word Detection Model
• Black-box attack against Alexa using gradient estimation is too expensive
• We emulate its architecture and later transfer the white-box attack against the 
emulated model to its original model. 
• The emulated model could detect the wake-word “Alexa" by recognizing the 
corresponding phonemes of AX, L, EH, K, S and AX.

Adversarial attack
• Given a classifier f : X → Y, find some perturbation δ , such that for any input x ∈ 
X, x′ = x + δ looks “indistinguishable” from x. ∥δ∥p≤ ε for some bound ε, yet is clas-
sified incorrectly by f even when x is classified correctly, i.e., f(x) ≠ f(x′). We refer to 
the space of all such allowable set as C(x)(usually a ball of small radius around x, l∞,l2 or l1).
• Our goal: find a perturbation x′ ∈ C(x) that:

Karplus Strong Sythesizer
• We introduce a physical modeling sythesizer model to define a realistic con-
struction of our adversary δθ parameterized by θ.
• We parameterize the model using Karplus-string sythesizer. [Jaffe and Smith, 
1983] The goal is to generate θ, a sequence of L guitar notes {(pitch, duration, vol-
ume)}L

i=1, given Beats Per Minute (BPM) bpm, Sampling Frequency frs, and voli .
• In this work, we update the θ = {(pitch, volume)}L

i=1 of all notes’ frequency fr and 
volume vol, while fixing the notes’ duration {di}

L
i=1. 

• It mimics the dampening effects of a real guitar string :
Phase 1 Pluck the string: The string is “plucked” by a random initial displace-
ment and initial velocity distribution
Phase 2 The resulting vibrations: As it vibrates by taking the decaying average 
of two consecutive samples: y[n] = γ(y[n − D] + y[n − D + 1])
y - output wave, γ - decay factor, D - sampling phase delay, n - Delay period

Psychoacoustics Effect
• A louder signal (the “masker") can make other signals at nearby frequencies
(the “maskees") imperceptible [Mitchell, 2004]. We compensated for this effect 
which resulted in the term in our loss function: Lη(x,δ) to encourage our music 
stay under the masking threshold.

Room Impulse Response (RIR)
• Here, we use the methods in Allen and Berkley [1979], Scheibler et al. [2018] 
to create the room impulse response r based on the room configurations (dimen-
sion, source location, reverberation time) RIR function t: t(x) = x ∗ r, x - clean audio

Our Loss Function: 

Expectation over Transform

DataSet
• 100 positive speech samples (speaking "Alexa") from 10 peoples.
• We further augmented the data to 20x by varying the speed, tempo and the 
volume of the utterance, resulting in 2000 samples. 
• We used LJ Speech [Ito, 2017] for background noise and negative speech exam-
ples (speak anything but "Alexa"). 

Training
• When using PGD to train, we restricted the frequency to 27.5Hz ∼ 4186Hz in the 

Fig 1. Emulated Wake-word Model architecture de-
scribed by Panchapagesan et al. [2016], Kumatani 
et al. [2017], Guo et al. [2018], Wu et al. [2018]

Fig 2. Detection Error Tradeoff curve. The curve of the 
Alexa model is shown as a flat line since its false alarm 
rate is not published.

Fig 3. String instruments with the one-zero low-pass filter approximation. The synthesis process first generates a 
short excitation D-length waveform. It is then fed into the filter iteratively to generate the sound.

Fig 4. Physical Testing Illustration Fig 5. A sample of adversarial music

Over-the-air Testing
• Our physical experiments are conducted at a home environment, and the setup
 is shown in Fig. 4. The adversarial music is played by a MacBook Pro.
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Table 1. Performance of the models with and without attacks in digital and physical testing environments given 
the number of testing samples

Table 2. Times of the real Amazon Alexa being able to respond to the wake-word under the influence of our ad-
versarial music with different settings. (The female and male tester each tests 5 utterances.) The testing set up 
is illustrated in Fig. 4, and it is also showed in the demo video.

Table 3. Times of the real Amazon Alexa being able to respond to the wake-word under the influence of our adver-
sarial music with different time-offset. The adversarial music was placed at da = 7.7f t away from the Echo, and 
played at 70dBA. Here, toffset is +1 indicates the adversarial music is played 1 second after the wake word; loop 
indicates non-stop adversarial music.

Table 4. Times of the real Amazon Alexa being able to respond to the wake-word under the influence of baseline 
noises: Random music and random single notes generated by the Karplus-Strong (KS) algorithm, and real guitar 
music which are not generated by the KS algorithm. The adversarial music was placed at da = 7.7ft away from the 
Echo, and played at 70dBA.


