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Contributions.
When gradient flowor gradient descentwith adaptive decreasing learn-
ing rates fit deep linear networks to linearly separable data:

1. Risk convergence: the risk converges to 0;

2. Margin maximization: let ‖W ‖2F �
∑L

k�1 ‖Wk ‖2F, then

min
i

(
yi

WL(t)
‖W(t)‖F

· · · W1(t)
‖W(t)‖F

xi

)
→ max
‖W ‖F≤1

min
i

(
yiWL · · ·W1xi

)
.

Gradient flow aligns layers, globally minimizes risk.

Theorem 1.
Consider gradient flow applied to deep linear networks
with linearly separable data and strictly decreasing losses,
and any initialization where the risk R (WL(0) · · ·W1(0)) ≤ R(0),

• The risk converges to 0: R(WL(t) · · ·W1(t)) → 0.

• Every weight matrix Wk goes to infinity: ‖Wk(t)‖F →∞.

• Intra-layer alignment: for any weight matrix Wk ,
letting (uk , vk) denote its first left and right singular vectors
(dropping “(t)” for readability), Wk

‖Wk ‖F
− uk v>k


F
→ 0.

• Inter-layer alignment: for any consecutive layers Wk and Wk+1,

|〈vk+1, uk〉| → 1.

Remarks.

• The initialization is easy to satisfy:
e.g., first layer 0 and rest random, or retry a few random.

• We expect alignment to be slow (e.g., 1/polylog(t)).
• Empirical verification:
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Gradient flow finds the maximum margin direction.

Theorem 2.
Consider the setting of Theorem 1. Additionally: the loss is binary cross
entropy, and data points achieving the minimum margin span Rd .

• The induced linear predictor wprod � WL · · ·W1

converges to the maximum margin vector ū , meaning

wprod∏L
k�1 ‖Wk ‖F

→ ū.

Gradient flow finds the maximum margin direction.
Empirical verification:
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Marginmaximization of a 1 layer linear network (a linear predictor) and
a 4 layer linear network.

Gradient descent aligns the layers.
• Theorems 1 and 2 can be adjusted for gradient descent;

see Theorems 3 and 4 of the full paper.
• The risk is non-smooth as a function of the weights:

with many layers, the Hessian has unbounded eigenvalues.
(The gradient contains a product of weights.)

• We assume a certain decreasing step size 1/β,
where β is an upper bound on the smoothness within some ball,
and provide an estimate for β.

Proofs.

Proof of Theorem 1.
• W1 is unbounded. Within any bounded ball, on the path of

gradient flow, the gradient norm has a positive constant lower
bound. The change in risk can be written as an integral over
gradient norm square, thus iterates stay within this bounded ball
for only finite time.

• An invariant property of gradient flow on deep linear networks
(Arora et al., 2018; Du et al., 2018): W>k+1Wk+1 −WkW>k remains
unchanged, and so does ‖Wk+1‖2F − ‖Wk ‖2F. Thus allweight matri-
ces have unbounded norm, and they are nearly aligned for all but
a finite amount of time.

• Risk minimization can then be proved, and other results of Theo-
rem 1 follow.

Proof of Theorem 2.
• Let Π⊥ denote orthogonal projection onto ū⊥. For almost all data

(as considered in Soudry et al. (2017)), any w satisfying 〈w , ū〉 ≥ 0,
if ‖Π⊥w‖ is large enough, then 〈Π⊥w ,∇R(w)〉 ≥ 0.

• For deep linear networks,
d‖Π⊥W1‖2F

dt
� −2〈Π⊥wprod,∇R(wprod)〉.

If ‖Π⊥wprod‖ is large enough, then ‖Π⊥W1‖2F will not increase. A
detailed analysis gives the result.


