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Models TIMIT Blizzard IAM-OnDB Deepwriting

Wavenet 30188 8190 1381 612

Wavenet-dense 30636 8212 1380 640

RNN [Chung ‘2015] 26643 7413 1358 528

VRNN [Chung ‘2015] ≈ 29604 ≈ 9392 ≈ 1384 ≥ 673

SRNN [Fraccaro ‘2016] ≥ 60550 ≥ 11991 n/a n/a

Z-forcing [Goyal ‘2017] ≥ 70459 ≥ 15430 n/a n/a

Var. Bi-LSTM [Shabanian ‘2017] ≥ 73976 ≥17319 n/a n/a

SWaveNet [Lai ‘2018] ≥ 72463 ≥ 15708 ≥ 1301 n/a

STCN ≥ 69195 ≥ 15800 ≥ 1338 ≥ 605

STCN-dense ≥ 71386 ≥ 16288 ≥ 1796 ≥ 797

STCN-dense-large ≥ 77438 ≥ 17670 n/a n/a

Average log-likelihood per sequence sample.

Decomposition of KL-loss per latent variable.

We present a modular and scalable approach to augment
TCNs with stochastic latent variables. Our model follows a
hierarchical concept enabling modeling of random variables
at different timescales.

Our inference model combines the advantages of TCNs and
Ladder-VAEs.

The model achieves SOTA performance on TIMIT, Blizzard,
IAM-OnDB and Deepwriting datasets.

We empirically show that the STCN-dense design prevents the
model from ignoring latent variables in the upper layers.

Our model is capable of generating high-quality synthetic
handwriting samples.

When augmented by stochastic latent variables, both sequential
and non-sequential models become very effective in modeling
complex dependencies.

How to introduce stochastic latent variables into temporal
convolutional networks (TCNs) without breaking its parallelism
and computational capacity?
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TCN (Wavenet) makes a prediction of 𝑥𝑡 by feeding the input
sequence 𝑥1:𝑡−1 to a stack of causal and dilated convolutions.

Intermediate representations 𝑑𝑡−1
𝑙 are fed to the output layer

through skip connections.

Generative model of STCN introduces a hierarchy of stochastic
latent variables 𝑧𝑡

𝑙 into TCNs. In the absence of an internal state,
latent variables 𝑧𝑡

𝑙 are conditioned vertically (in the same time-
step), but independent horizontally (across time-steps).

Inference model of STCN shares the parameters of the
deterministic TCN network with the generative model. It first
computes the approximate likelihood, and then this estimate is
corrected by the prior, resulting in the approximate posterior:

It is straightforward for RNNs to introduce such latent variables
through the hidden state. However, TCNs do not impose a
temporal dependency explicitly.
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IAM-OnDB TIMIT

STCN-dense STCN STCN-dense STCN

KL5 2.4 0.0 5.7 0.0

KL4 41.0 0.1 8.3 0.0

KL3 305.3 12.9 529.0 355.5

KL2 1287.4 105.2 5651.6 487.2

KL1 17.9 846.0 16113.0 22275.5

KL 1654 964 22298 23118

ELBO ≥ 1796 ≥ 1339 ≥ 71386 ≥ 69195

ELBO training objective:

STCN-dense concatenates samples drawn from of all latent variables:

or
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TCNs leverage large receptive fields by stacking dilated
convolutions, allowing them to:

1) model longer time scales up to the entire sequence length.

2) introduce a temporal hierarchy. The upper layers have access
to longer inputs and learn representations at larger time scale.

3) perform computations in parallel at training time.
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5 STCN-dense [Ours]

Swavenet [Lai ‘2018]

VRNN [Chung ‘2015]


