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Continuous Control over Bounded Action Spaces

Many complex domains, such as robo cs control and real- me strategy (RTS)

games, require an agent to learn a con nuous control. Recently, the variance

reduced clipped ac on policy gradient (CAPG) was introduced for ac ons in

bounded intervals, but to date no variance reduced methods exist when the

ac on is a direc on, something o en seen in RTS games.

Summary of Results

1. Angular policy gradient (APG), a stochas c policy gradient method for

direc onal control

2. Marginal policy gradients family of es mators

3. Unified analysis of the variance reduc on proper es of marginal policy

gradients (including APG and CAPG)

RelatedWork

Clipped Ac on Spaces, Integrated Policy Gradients Recent work considers

variance reduc on when ac ons are clipped to a bounded interval [3, 5]. Our

method is applicable to the angular ac ons and we do not require that each

component of the ac on is independent and obtain stronger variance reduc on

results.

Several recent works have considered, exploi ng an integrated form of policy

gradient [4, 1, 5, 7].

Variance Decomposi on Our main result can be viewed as a special form of

law of total variance, but it is not straigh orward to obtain the result directly

from the law of total variance. Also related is Rao-Blackwelliza on [2] of a

sta s c to obtain a lower variance es mator.

Bounded Action Spaces

A ⊂ Rd bounded, but the paradigm is:

1. Sample ac on a from policy with

unbounded support.

2. Execute T (a) in the environment.

3. Update using either:

T (a) (off-policy),
a (VFA must learn T ).

T (a)

aT
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Angular Policy Gradients

We study policy gradient methods in the context of direc onal ac ons, some-

thing unexplored in the RL literature.

To learn a policy over direc ons in A = Rd, we can model the mean of a mul-

variate Gaussian mθ(s) ∈ R2, execute ac on T (a) := a/||a||, and make policy

updates using the angular Gaussian [6].

Angular Actions: Density of π

T (a)

a

T

Angular Actions: T (a) = a/||a|| Angular Actions: Density of T∗π

Figure 1. Transforma on of a Gaussian policy – (le to right) π(·|s), T = a/||a||, and T∗π(·|s).

Angular Gaussian Density Let a ∼ N (m, Σ), then x = a/||a|| has density

f (x; m, Σ) =
(
(2π)d−1|Σ|(x>Σ−1x)d

)−1/2
exp

((
α2 − m>Σ−1m

)
/2

)
Md−1(α),

where α = x>Σ−1m
(x>Σ−1x)1/2 and Md−1(x) =

√
2π

∫ ∞
0 ud−1 exp(−(u − x)2/2)du.

Marginal Policy Gradient Estimators

Key Idea Replace the policy gradient es mate based on the log-likelihood of

π with a lower variance es mate, which is based on the log-likelihood of T∗π.

→ Make updates using the effec ve ac on distribu on, not the sampling ac-

on distribu on!

Two alterna ve gradient es mators

g1 = q(T (a), s)∇ log fπ(a|s)
g2 = q(b, s)∇ log fT∗π(b|s)

Note that: Eρ,π[g1] = Eρ,π[g2].
Core Components:

Sample Ac on Space: (A, E , µ), a measure space

Policy Class on A: Π = {π(·, θ) : θ ∈ Θ}
Effec ve Ac on Space: (B, F), a measurable space

Ac on Transforma on: T : A → B, a measurable mapping

Effec ve Policy Class on B: T∗Π = {T∗π(·, θ) : θ ∈ Θ}
Variance of a vector: Var(y) = E[(y − Ey)>(y − Ey)]

Quan fying Variance Reduc on Total, scaled Fisher informa on

Iπ,λ(q, θ) := E[q(a)2∇ log fπ(a)>∇ log fπ(a)].

Main Result Let g1 and g2 be as defined above. Then for some family of mea-

sures {λb} on A,

Varρ,π(g1) − Varρ,T∗π(g2) = Eρ,T∗π

[
Iπ|s|b,λb

(q ◦ T, θ)
]

≥ 0.

Application: 2D Navigation Task

Problem Defini on:

(S, A) = (R2,R2),
Start State: s0 = (−1, −1), Goal State:
sG = (1, 1)
Reward Func on:

r(st, at) = φ(st) − φ(st + at)
Transforma on: T (a) = a/||a||.

Baseline Comparisons:

Bivariate Gaussian policy

Univariate Gaussian policy,

model mean angle
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Application: King of Glory

MOBA game where players are divided into two “camps”. Each player chooses

a “hero”, a character with unique abili es, and the objec ve is to destroy the

opposing team’s “crystal”, located at their camp.

Problem Defini on:

S : 2701-dimensional feature,

A: 7 discrete ac ons, 4 of which have a

direc on parameter,

r: rt = φr(st) − φr(st−1),
Π:
Discrete ac ons - Boltzmann

distribu on

Parameters - N (µ(s; θ), σ2I)
T : T (a) = a/||a||.
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Questions, Code

Email: eisenach@princeton.edu
Code: https://github.com/ceisenach/MPG
This work was done in part while the authors were with the Tencent AI Lab.

eisenach@princeton.edu
https://github.com/ceisenach/MPG
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