
Doubly Reparameterized Gradient Estimators (DReGs)
We can estimate the term with a second application of the 
reparameterization trick

Applying the reparameterization trick yields

The IWAE-DReGs estimator is the single sample estimator 
of 

IWAE-DReGs
Using the reparameterization trick, we can compute the 
gradient of IWAE(K) with respect to ɸ

We expand the total derivative

When K = 1, this term is 0 in expectation.  So drop it when 
K > 1 (“Sticking the Landing” [3]). Is this unbiased?

We introduce an unbiased, low 
variance gradient estimator for 
training latent variable models.

Show its applicability to three recent 
training techniques for latent variable 
models: 
● IWAE [1]
● Reweighted Wake-Sleep (RWS) [4]
● Jackknife Variational Inference (JVI) [5]

Simple Gaussian System from [2]

Observe that STL is biased, IWAE-DReG has increasing SNR (confirms theory), and IWAE-DReG has low variance.

Generative Modeling 

Observe substantial variance reduction across objectives (IWAE [1], RWS [4], JVI [5]) which leads to improved 
performance in all cases.

Similar improvements in structured prediction. Here,
IWAE-DReG outperforms RWS-DReG and STL.
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BACKGROUND

Observations, x, are generated by sampling a 
latent variable, z ~ pΘ(z), then sampling 
x ~ pΘ(x|z).

Ideally, we would maximize the log likelihood
pΘ(x) = ∫ pΘ(x, z) dz,

however, this is intractable.

Instead, maximize a lower bound

The tightness of the bound is controlled by how 
accurately qɸ can match the posterior. Typically 
use simple qɸ for tractability, which can limit 
learned models.

Importance Weighted Bounds (IWAE) [1]
We can tighten the bound using K samples!

An increasingly tight bound, so as K -> ∞, the 
effect of an overly simplistic qɸ diminishes.

But the gradient wrt to ɸ gets worse as K 
increases [2] ...

As K increases:
● IWAE(K) becomes tighter.
● ɸ gradient estimator for IWAE(K) degrades.

Can we resolve this tension?
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Code & Slides:
sites.google.com/view/dregs

https://github.com/tensorflow/m
odels/tree/master/research/fivo

z are latent factors 
(e.g., number, stroke width)

z

pΘ(x|z)
qɸ(z|x) encodes 

images into latent 
factors

Gradient of K ELBOs vs. IWAE(K)

SNR = Mean / Standard deviation 

Looks like a REINFORCE gradient

Network details
50 dimensional latent variable (z)
2 hidden layers 200 tanh units
Factorized Bernoulli and Gaussian distributions

MNIST & Omniglot Generative Modeling MNIST Structured Prediction

z ~ N(Θ, I), x ~ N(z, I)           qɸ(z | x) = N(Ax + b, ⅔I) with ɸ = {A, b}

MNIST Omniglot

MNIST Structured Prediction

https://sites.google.com/view/dregs

