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Motivation - what is a calibrated model?

A calibrated model yields predictions consistent with empirically observed frequencies.

Collision detection system

Consider a model that predicts if there is an object, a human, or an animal ahead of a car.
Input 𝑋 Model 𝑔

80% 0% 20%

Prediction 𝑔(𝑋) ∈ Δ𝑚

We use 𝑚 for the number of classes, and
Δ𝑚 ≔ {𝑧 ∈ [0, 1]𝑚∶ ‖𝑧‖1 = 1} for the (𝑚 − 1)-
dimensional probability simplex.

If the model is calibrated we know that for all inputs with this prediction there is an object ahead
80% of the time, a human 0% of the time, and an animal 20% of the time.

⋯ 80% 0% 20% ⋮ ⋮ ⋮ ⋮ ⋮

Empirical frequency 𝑟(𝑔(𝑋)) ∈ Δ𝑚Prediction 𝑔(𝑋) ∈ Δ𝑚

=

Quantifying calibration - a unifying framework

We define the calibration error (CE) of model 𝑔 with respect to a
class ℱ of functions 𝑓∶ Δ𝑚 → ℝ𝑚 as

CE[ℱ , 𝑔] ≔ sup
𝑓 ∈ℱ

𝔼 [(𝑟(𝑔(𝑋)) − 𝑔(𝑋))T𝑓 (𝑔(𝑋))] ,

where 𝑟(𝑔(𝑋)) ∈ Δ𝑚 is the empirical frequency of prediction 𝑔(𝑋).

By design, if model 𝑔 is calibrated then the CE is zero, regardless of ℱ.

Kernel calibration error

We define the kernel calibration error (KCE) of model 𝑔 with
respect to a kernel 𝑘∶ Δ𝑚 × Δ𝑚 → ℝ𝑚×𝑚 as

KCE[𝑘, 𝑔] ≔ CE[ℱ , 𝑔],

where ℱ is the unit ball in the reproducing kernel Hilbert space
corresponding to 𝑘.

If 𝑘 is a universal kernel, then the KCE is zero if and only if 𝑔 is calibrated.

Relation to existing measures

▶ For common distances 𝑑 the expected calibration error (ECE)

ECE[𝑑, 𝑔] = 𝔼[𝑑(𝑟(𝑔(𝑋)), 𝑔(𝑋))] (1)

can be formulated as a CE.

▶ The framework captures the maximum mean calibration error as well.

The paper in 30 seconds

▶ We propose a unifying framework of cali-
bration errors that allows us to derive a new
kernel calibration error with unbiased and
consistent estimators.

▶ Calibration error estimates are not inter-
pretable. Instead we can conduct hypothe-
sis tests of calibration.

▶ In contrast to existing approaches, the KCE
enables well-founded bounds and approxi-
mations of the p-value for calibration tests.

Take with you

▶ Kernel calibration error (KCE) with unbi-
ased and consistent estimators

▶ Calibration errors have no meaningful unit
or scale

▶ Reliable calibrations tests with the KCE

Estimating the calibration error

We want to estimate the CE of model 𝑔 using a validation data set
{(𝑋𝑖, 𝑌𝑖)}𝑛𝑖=1 of i.i.d. pairs of inputs and labels.

Kernel calibration error

If𝔼[‖𝑘(𝑔(𝑋), 𝑔(𝑋))‖] < ∞, then the squared kernel calibration error
SKCE[𝑘, 𝑔] ≔ KCE2[𝑘, 𝑔] is given by

SKCE[𝑘, 𝑔] = 𝔼 [(𝑒𝑌 − 𝑔(𝑋))T𝑘(𝑔(𝑋), 𝑔(𝑋))(𝑒𝑌 ′ − 𝑔(𝑋 ′))] , (2)

where (𝑋 ′, 𝑌 ′) is an independent copy of (𝑋 , 𝑌 ) and 𝑒𝑖 ∈ Δ𝑚 denotes
the 𝑖th unit vector.

For 𝑖, 𝑗 ∈ {1, … , 𝑛}, let ℎ𝑖,𝑗 ≔ (𝑒𝑌𝑖 − 𝑔(𝑋𝑖))
T𝑘(𝑔(𝑋𝑖), 𝑔(𝑋𝑗))(𝑒𝑌𝑗 − 𝑔(𝑋𝑗)).

If 𝔼[‖𝑘(𝑔(𝑋), 𝑔(𝑋))‖] < ∞, then consistent estimators of the SKCE
are:

Notation Definition Properties Complexity

ŜKCEb 𝑛−2∑𝑛
𝑖,𝑗=1 ℎ𝑖,𝑗 biased 𝑂(𝑛2)

ŜKCEuq (𝑛2)
−1∑1≤𝑖<𝑗≤𝑛 ℎ𝑖,𝑗 unbiased 𝑂(𝑛2)

ŜKCEul ⌊𝑛/2⌋−1∑⌊𝑛/2⌋
𝑖=1 ℎ2𝑖−1,2𝑖 unbiased 𝑂(𝑛)

Relation to the expected calibration error

Standard estimators of the ECE are usually biased and inconsistent. The
main difficulty is the estimation of the empirical frequencies 𝑟(𝑔(𝑋)) in
eq. (1). For the KCE there is no need to estimate them due to eq. (2)!

Is my model calibrated?

In general, calibration errors have no meaningful unit or scale. This renders it difficult to interpret an
estimated non-zero error.

Calibration tests

We can use the calibration error es-
timates to perform a statistical test
of the null hypothesis

𝐻0 ≔ “the model is calibrated”.
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We derive well-founded bounds and approximations of the p-value based on the SKCE.

Experiments

We sample 104 synthetic data sets {(𝑔(𝑋𝑖), 𝑌𝑖)}250𝑖=1 from three generative models with 10 classes by
sampling predictions 𝑔(𝑋𝑖) ∼ Dir(0.1, … , 0.1) and labels 𝑌𝑖 conditionally on 𝑔(𝑋𝑖) from

𝐌𝟏∶ Cat(𝑔(𝑋𝑖)), 𝐌𝟐∶ 0.5Cat(𝑔(𝑋𝑖)) + 0.5Cat(1, 0, … , 0), 𝐌𝟑∶ Cat(0.1, … , 0.1).

Model 𝐌𝟏 is calibrated, and models 𝐌𝟐 and 𝐌𝟑 are uncalibrated.

Calibration error estimates

We show the distribution of a stan-
dard estimator of the ECE, denoted
by ÊCE, and of the three proposed
estimators of the SKCE with kernel

𝑘(𝑥, 𝑦) = exp (−‖𝑥 − 𝑦‖/𝜈)𝐈10,

where the kernel bandwidth 𝜈 > 0
is chosen by the median heuristic.

The solid line indicates the sam-
ple mean of the estimates, and the
dashed line displays the true cali-
bration error.
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We see that the standard estimator of the ECE exhibits both negative and positive bias, whereas,
theoretically guaranteed, ŜKCEb is biased upwards and ŜKCEuq and ŜKCEul are unbiased.

Empirical test errors

We evaluate the derived bounds 𝐃b,𝐃uq,
and 𝐃ul, and approximations 𝐀uq and 𝐀l
of the p-value based on the SKCE. We
compare them with a previously pro-
posed hypothesis test for the standard
ECE estimator (𝐂). We show the empiri-
cal test errors computed from the p-value
approximations for different significance
levels.

We see that consistency resampling
can lead to unreliable calibration tests.
Bounds 𝐃b, 𝐃uq, and 𝐃ul yield reliable
but usually not powerful tests, whereas
based on approximations 𝐀uq and 𝐀l we
obtain reliable and powerful calibration
tests in our experiments.
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