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Overview
We introduce a class of deep neural nets with flexible skip-connections whose loss surface

provably has no bad local valleys. In our experiments, we show that these networks perform
reasonably well in practice when trained with SGD, whereas a different training algorithm
which is also guaranteed to achieve zero training error exhibits extremely poorer performance
(10− 30% worse test error). This is a strong evidence for the implicit bias of SGD in DL.

1. A local valley is a connected component of some strict sublevel set {θ | Φ(θ) < c}

2. A bad local valley is a local valley in which the loss Φ cannot be made arbitrarily close
to its infimum (global minimum)

Our proposed deep neural nets

1. Every hidden unit can be connected to any subset of units from multiple layers below it

2. Neurons from the same layer can have shared weights if their #incoming inputs are equal

3. There exist N hidden units which are directly connected to the output units with inde-
pendent weights (N = number of training examples).

4. The output of every hidden unit j, denoted as fj : Rdx → R, is given as

fj(x) = σj

(
bj +

∑
k:k→j

fk(x)uk→j

)
where x ∈ Rdx is an input, σj : R→ R is the activation function of unit j, bj ∈ R the bias
of unit j, and uk→j ∈ R the weight from unit k to unit j.

This covers a large class of networks with weight sharing and flexible skip-connections!

Main Results
Let V be the set of weights connected to the output units and U the remaining parameters.

Let Ψ(U) ∈ RN×M be the matrix storing the values of all the M skip-neurons which are
directly connected to the output units, for all the N training samples:

Ψ(U) =

 fp1
(x1) . . . fpM

(x1)
...

...
fp1

(xN ) . . . fpM
(xN )


The output of the network is:

G(U, V ) = Ψ(U)V ∈ RN×dy

The final training objective is:
Φ(U, V ) = ϕ(G(U, V ))

where ϕ is a convex function of the network output, e.g. square loss, cross-entropy loss etc.

Assumptions 1

1. All activation functions are strictly increasing and analytic, e.g. sigmoid, softplus

2. There exist N ≤M skip-neurons, say {p1, . . . , pN}, so that one of the following hold

• For every j ∈ [N ], σpj
is bounded and limt→−∞ σpj

(t) = 0

• For every j ∈ [N ], σpj
is softplus, and there exists a backward path from pj to the first

hidden layer s.t. on this path there is no neuron which has skip-connections to the output
or shared weights with other skip-connection neurons.

3. The input patches of different training samples are distinct

Theorem 1 Under above assumptions, all the following hold:

1. There exist uncountably many solutions with zero training error.

2. The loss landscape of Φ does not have any bad local valley.

3. There exists no suboptimal strict local minimum.

4. For cross-entropy loss and square loss, there exists no local maximum.

Proof Sketch
Lemma 2 Under Assumption 1, the set of U where Ψ(U) has low rank has Lebesgue measure zero.

1. Lemma 2 implies that there are infinitely many U s.t. Ψ(U) has full row rank. For every
target output Y there exists V s.t. Ψ(U)V = Y.

2. Suppose that C is a connected component of some α-sublevel set:

(a) C is an open set

(b) Any open set contains a point (U, V ) so that Ψ(U) has full rank

(c) Given arbitrarily small ε < α, and let G∗ be such that ϕ(G∗) ≤ ε
(d) Since Ψ(U) has full row rank, there exists V ∗ s.t. Ψ(U)V ∗ = G∗

(e) By construction: (U, V ) ∈ C ⇒ Φ(U, V ) < α, and Φ(U, V ∗) = ϕ(G∗) ≤ ε
(f) Φ(U, (1− λ)V + λV ∗) ≤ (1− λ)Φ(U, V ) + λΦ(U, V ∗) ≤ (1− λ)α+ λε < α

(g) The line segment is entirely contained in C, hence (U, V ∗) ∈ C

3. Consequence of 2.

4. For square loss:

Φ(U, V ) =
1

2
‖Ψ(U)V − Y ‖2F =

1

2

∥∥(Idy
⊗Ψ(U)) vec(V )− vec(Y )

∥∥2
2

At every local maximum: ∇2
vec(V )Φ = (Im ⊗Ψ(U))T (Im ⊗Ψ(U)) = 0⇔ Ψ(U) = 0

Experiments
Datasets: MNIST and CIFAR-10 without data preprocessing or data augmentation.

Network architectures: Take an existing architecture, e.g. VGG11, and then randomly
select a subset of N neurons to be connected to the output units.

Optimization: For each network, we compare two training procedures:

• rand: U is randomized and fixed while V is optimized with SGD

• SGD: both U and V are optimized with SGD

1. A simple 13-layer CNN on MNIST
Sigmoid activation Softplus activation

CNN13 11.35 99.20
CNN13-skip (SGD) 98.40± 0.07 99.14± 0.04

2. Practical networks on CIFAR-10
Sigmoid activation Softplus activation

Model Test acc (%) Train acc (%) Test acc (%) Train acc (%)
VGG11 10 10 78.92 100
VGG11-skip (rand) 62.81± 0.39 100 64.49± 0.38 100
VGG11-skip (SGD) 72.51± 0.35 100 80.57± 0.40 100
VGG13 10 10 80.84 100
VGG13-skip (rand) 61.50± 0.34 100 61.42± 0.40 100
VGG13-skip (SGD) 70.24± 0.39 100 81.94± 0.40 100
VGG16 10 10 81.33 100
VGG16-skip (rand) 61.57± 0.41 100 61.46± 0.34 100
VGG16-skip (SGD) 70.61± 0.36 100 81.91± 0.24 100
Densenet121 86.41 100 89.31 100
Densenet121-skip (rand) 52.07± 0.48 100 55.39± 0.48 100
Densenet121-skip (SGD) 81.47± 1.03 100 86.76± 0.49 100

SGD is implicitly biased towards “global” solutions with better generalization error!

2D Visualization of Loss Landscape
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Bad local valley
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Sigmoid, no skip Sigmoid, skip Softplus, no skip Softplus, skip

Skip-connections smooth the loss landscape and remove bad local valleys!

Effects on training deep and thin networks
Training a fully connected network with 150 layers, each of width 10, with and without

skip-connections to the output, on a small CIFAR-10 dataset with 1000 training samples.

no skip skip no skip skip

Skip-connections make it possible to train very deep and thin architectures!


