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Introduction

Problem Setup

The Proposed Adversarial Framework

Training and Inference Experiments and Results
● Adversarial examples reveal the blind spots of deep neural networks (DNNs)

and represent a major concern for security-critical applications.
● The transferability of adversarial examples makes real-world attacks possible

in black-box settings, where the attacker is forbidden to access the internal
parameters of the model.

● Better understanding of transferable adversarial examples can help build
robust defenses .

● The underlying assumption in most adversary generation methods is the
reliance on the original domain-specific data distribution.

● We consider domain-invariant adversaries by learning an adversarial function
from paintings, cartoons and medical scans using relativistic supervisory
signal.

● We successfully transfer such adversaries to models trained on ImageNet.

● Generator plays a game with a pretrained ImageNet model to maximize the
fooling gap for a given distribution.

● Our framework does not require the original training distribution e.g., the
natural images from ImageNet.

● Supervision is achieved using relativistic supervisory signal.
● After training, learned adversarial generator can be used to fool any computer

vision model including classification, segmentation or object detection, etc.

A pretrained classifier, 𝐷𝜑, generator, 𝐺𝜃, data and perturbation budget, 𝜖.

Repeat
1. Sample a mini batch from a given data distribution.
2. Use the current-state of 𝐺𝜃 to produce unbounded adversaries.
3. Project the adversaries within a valid perturbation budget, 𝜖.
4. Forward-pass these adversaries through 𝐷𝜑 and calculate the loss.

5. Back-pass and update the 𝐺𝜃’s parameters to maximize the given loss.
Until 𝐺𝜃 converges and learned to generate adversarial images.

● We analyze loss and gradients strength of cross-entropy and relativistic cross-
entropy along with the transferability rate of each loss.

Loss Function

● A visual demonstration of different unbounded adversaries produced by
generator learned to fool models trained on ImageNet on different datasets.

Suppose, the logit-space outputs from the discriminator (pretrained classifier) 
corresponding to a clean image (𝑥) and a perturbed image (𝑥’) are denoted by 
𝑎 and 𝑎’, respectively. Then,

𝑅𝐶𝐸 𝑎, 𝑎′, 𝑦 = − log
𝑒𝑎

′
𝑦−𝑎𝑦

σ𝑘 𝑒
𝑎′𝑘−𝑎𝑘

,

is the relativistic cross-entropy loss for a perturbed input 𝑥′.
.

Algorithm

Conclusion
We show that the cross-domain transferable adversaries exist that can 

fool the target domain networks with high success rates.

Loss VGG-16 VGG-19 Squeeeze-v1.1 Dense-121

Cross Entropy (CE) 79.21 78.96 69.32 66.45

Relativistic CE 86.95 85.88 77.81 75.21

Table: Effect of Relativistic loss on
transferability in terms of fooling rate
(%) on ImageNet val-set. Generator is
trained against ResNet-152 on
Paintings dataset.


